
Designing an Offloaded Nonblocking MPI Allgather Collective Using CORE-Direct

Grigori Inozemtsev and Ahmad Afsahi
Department of Electrical and Computer Engineering, Queen’s University

Kingston, ON, Canada
{grigori.inozemtsev, ahmad.afsahi}@queensu.ca

Abstract—Collective communication operations in the Mes-
sage Passing Interface (MPI) consume a significant amount
of time at scale, degrading the performance of scientific
applications. Optimizing collectives is key to application per-
formance and scalability. This paper focuses on hiding the
latency of the allgather collective by efficiently offloading it
to the networking hardware. We have investigated the use of
Mellanox CORE-Direct offloading technology for independent
progression of communication within the collective in order to
achieve high communication/computation overlap. This study
evaluates several design options for the nonblocking allgather
collective and discusses implementations of offloaded Standard
Exchange, Ring and Bruck algorithms in flat and hierarchical
communicators under single-port and k-port modelling. We
have applied our findings to improving the performance of the
redesigned Radix Sort application kernel. Performance results
suggest that our offloaded nonblocking allgather compares
favourably to the blocking variant (with improvements of up
to 68% for medium messages in a hierarchical collective) while
providing high overlap capability. Multiport modelling is shown
to be beneficial, especially in a flat communicator. Radix Sort
enjoys up to 40% improvement in its runtime.

Keywords-collective communication; offloading; coredirect;
allgather; MPI; message passing

I. INTRODUCTION

The Message Passing Interface (MPI) [1] is the most
popular standard for message passing in scientific applica-
tions. Collective communication operations that carry out
communication within a group of processes (a communi-
cator) in a specific pattern are a frequently used feature
of MPI. Designing efficient collective communication op-
erations has been an active area of research, since their
performance significantly affects the execution time and
scalability of MPI applications. Optimizing collectives is
becoming more challenging due to the ever-increasing size
of high-performance computing (HPC) systems.

The current MPI-2.2 standard only specifies blocking
collective operations that force the application to wait un-
til the operation finishes, limiting their performance and
scalability. This is exacerbated by the variations in the
process arrival pattern both at the collective call and at the
intermediate steps of the collective algorithm. Nonblocking
collective operations [2] have recently been proposed and
approved for inclusion in the upcoming MPI-3 standard.
By overlapping collective communication with computation
they allow the latency to be hidden, improving application

runtime. However, one of the most important factors in
achieving a high level of overlap is the ability of the MPI
communication subsystem to make progress on outstanding
communication operations in the collective. Furthermore, the
overhead of message processing in nonblocking collectives
must be kept low to ensure maximum availability of the host
processor for computation.

While user-level and kernel-level host-based progression
techniques exist [3, 4, 5], they all have limitations. There-
fore, there has been a renewed interest in offloading the
collectives to the network interface controller [6, 7, 8]. In this
work we leveraged the Mellanox CORE-Direct offloading
technology [9] that allows a sequence of communication
operations to be progressed by the network hardware with-
out host intervention. We designed and implemented effi-
cient algorithms for the nonblocking MPI_Iallgather
collective, a communication-intensive collective operation
typically used in matrix multiplication, matrix transpose,
and multidimensional Fast Fourier Transform (FFT). The
contributions of this work are the following:

1) Design and implementation of asynchronous flat and
hierarchical network offloaded nonblocking allgather
collective operations using Standard Exchange [10],
Bruck [11], and Ring [12] algorithms with single-port
modelling, and an extension of the implementations
of the Standard Exchange and Bruck algorithms to
multiport modelling;

2) A discussion of applicability of multileader and multi-
group variants of MPI_Iallgather to offloading;

3) A redesign of the Radix Sort application
kernel that utilizes the proposed nonblocking
MPI_Iallgather to achieve speedup through
communication/computation overlap;

4) An evaluation of the nonblocking allgather collective
using both microbenchmarks and the Radix Sort ap-
plication kernel on a 128-core and a 16-core cluster.

In Section II, we provide background on the nonblocking
collective communication problem and the research that has
been done to date. In Section III we briefly describe the
Mellanox CORE-Direct offloading technology that we used
to achieve efficient communication/computation overlap. We
then discuss the design options for the nonblocking all-
gather collective in flat and hierarchical MPI communi-



cators, as well as our implementations of offloaded Stan-
dard Exchange, Ring and Bruck algorithms in Section IV.
In Section V we deal with the design of our modified
Radix Sort kernel that takes advantage of nonblocking
allgather. Section VI is concerned with the evaluation of the
performance of our allgather nonblocking collective using
latency and overlap benchmarks and the redesigned Radix
Sort application kernel. We also evaluated the performance
of multiport, multigroup, and multileader variants of the
allgather algorithms. Our evaluation demonstrated latency
characteristics comparable to blocking collectives, as well
as high overlap capability for the micro-benchmarks, and a
speedup of up to 40% for the Radix Sort benchmark. Finally,
we present our conclusions in Section VII.

II. BACKGROUND AND RELATED WORK

In order to enable overlap between computation and
communication, nonblocking collectives require support for
background network message progression. Approaches to
implementing this support can be divided into two cate-
gories: those that use the CPU for progression and those that
offload this task to dedicated networking hardware. While
we focus on offloading in this paper, we briefly review the
host-based progression techniques to provide context.

When using the CPU to progress communication while
performing computation, the MPI progress engine must be
periodically invoked to attend to the network. One way to ac-
complish this is to manually restructure the application code
to periodically call MPI_Test [3]. While this approach has
low overhead, it leads to complicated code and cannot be
easily applied when using libraries to perform computation.
Additional complications arise from the need to keep the
workload balanced across the processes participating in a
collective operation. For optimal performance, MPI_Test
calls on all processors should occur at similar intervals,
which need to be tuned for the specific workload.

A second option is to use a helper thread to handle mes-
sage progression [3]. This approach works well with libraries
and results in cleaner application code. Unfortunately, the
context switching overhead and competition for the proces-
sor between the computation and communication threads
lead to an increase in latency and a corresponding drop
in application performance. Thread-based solutions are also
susceptible to OS noise, or delays due to process scheduling
variability, that can significantly prolong execution time [13].

Making collective progression the responsibility of the OS
kernel is a third host-based approach. It generally results
in lower overhead, compared to designs using userspace
threads, and allows for better communication/computation
overlap for small messages [4, 5]. However, installation of
custom kernel modules may not be permitted in a shared
environment of a supercomputing facility.

Reserving a processor core for handling communica-
tion can ameliorate the issues associated with host-based

progression at the cost of reducing the processing power
available for computation. Alternatively, communication can
be offloaded to special-purpose networking hardware.

Previous investigations of offloading of collective opera-
tions have been performed by Buntinas et al. using Myrinet
network interfaces [14] and by Yu et al. on Quadrics Elan
[15]. These researchers have found that offloading reduces
the effects of OS noise and allows for effective communica-
tion/computation overlap. Recently, Hemmert et al. proposed
triggered operations for collective offload in the Portals
communication system [8]. In this paper we investigate the
effects of using a different offloading technology, Mellanox
CORE-Direct on the InfiniBand interconnect [16].

Nonblocking collectives using CORE-Direct were first
studied by Graham et al. [9, 17] targeting the barrier
collective operation. Rabinovitz et al. [18] extended this
work by employing a hierarchical shared memory algorithm
to improve barrier scalability. Venkata et al. [6] introduced
a control flow algorithm suitable for offloading in their
work on broadcast. We employ a similar scheme described
in Section IV-A2. Kandalla et al. [7] implemented the
MPI_Alltoall collective operation using CORE-Direct
in the context of parallel 3D FFT. Our work focuses on
the MPI_Allgather collective operation and evaluates its
performance using a Radix Sort application kernel. We also
employ multiport modelling, make use of flow control for
large messages, and investigate the use of shared memory.

III. OVERVIEW OF INFINIBAND AND CORE-Direct

The InfiniBand Architecture (IBA) [16] is an open stan-
dard for a high-speed switched system area network. Hosts
are connected to the network by a Host Channel Adapter
(HCA) that can directly access application memory buffers.
The application communicates over InfiniBand (IB) through
verbs that manage Work Queue Elements (WQEs) on the
HCA. IB WQEs include send, recv, write, read, and
atomic operations. WQEs are posted to a Send Queue (SQ)
or a Receive Queue (RQ), which together form a Queue
Pair (QP). IB Send and Receive Queues are associated with
Completion Queues (CQs). This mapping is not necessarily
one-to-one: multiple QPs can share a CQ. The application
fetches Completion Queue Entries (CQEs) from a CQ to
determine the completion of a WQE.

Mellanox CORE-Direct supports collective operation pro-
gression without the involvement of the host CPU. The
rounds of a collective operation are started by the HCA hard-
ware as the necessary data arrive, while the host processor is
freed up for computation. CORE-Direct extends the IBA by
adding new WQEs to support synchronization between QPs.
We briefly describe these new capabilities; a more detailed
treatment can be found in Graham et al. [9].

An SQ or RQ on a CORE-Direct HCA may be set up
to hold posted WQEs until they are explicitly enabled by
a send_enable or recv_enable WQE. These WQEs



work across Queue Pairs: one QP may enable a suspended
task on another one. The wait WQE waits for the arrival
of a specified number of CQEs on a CQ and in combination
with the *_enable WQEs can be used to delimit the
rounds of collective communication. The *_enable and
wait WQEs can be mixed with send WQEs in an SQ.
However, some collectives can be more easily expressed
using a single list of synchronization tasks by setting up
a separate QP that acts as a synchronization point. Such a
QP is called a Management Queue (MQ).

When offloading a collective operation with
CORE-Direct, all the send and recv WQEs comprising
the operation are posted to the HCA in advance and are
held in the corresponding queues until they are explicitly
enabled. CORE-Direct frees the CPU from having to poll
for CQ entries at the intermediate stages of a collective
operation. Once a sequence of WQEs has been posted to
the HCA, progress is handled by the hardware. The last
task generates a CQE that is used by the MPI library to
learn of the completion of the entire offloaded operation.
This CQE can be retrieved when convenient, since a delay
in responding to the CQE does not affect other processes.

IV. DESIGNING THE MULTIPORT NONBLOCKING
ALLGATHER COLLECTIVE

In the allgather collective, each participating process sends
a block of data and receives the concatenation of all the
blocks in process rank order. We have used three well-
known algorithms: Bruck, Standard Exchange, and Ring,
for both flat and hierarchical communicators. We leveraged
CORE-Direct features to design and implement an efficient
nonblocking allgather collective operation. We discuss the
Standard Exchange and Bruck algorithms using k-port mod-
elling; the single-port variant is simply the case where k = 1.

1) Bruck: The Bruck algorithm [11] has two phases:
network exchange and local shift. We assume that communi-
cation can be carried out simultaneously on k ports. The first
phase consists of blogk+1Nc steps, where N is the number
of processes in the communicator. If we number the rounds
of the network phase starting at 0, in round j process p
sends its data to processes p− (k+ 1)j , p− 2(k+ 1)j , . . . ,
p − k(k + 1)j and receives messages from p + (k + 1)j ,
p+2(k+1)j , . . . , p+ k(k+1)j , modulo N . The incoming
data are appended to the data that have been previously
received, and the result is sent out in the next round of
communication. The second phase of the Bruck algorithm
performs a circular local rotation by p blocks on process p
to place the data in the correct order.

2) Standard Exchange: The Standard Exchange algo-
rithm is a generalization of recursive doubling for k-port
modelling [10, 19]. It uses logk+1 N rounds when the
number of processes is a power of k+1. In each round j of
standard exchange, process p communicates with processes
p + (k + 1)j , p + 2(k + 1)j , ..., p + k(k + 1)j , modulo

N . (k + 1)j blocks of data are sent and received in each
round, and are placed directly at the required offset. Thus no
local rotation step is required; unfortunately, the algorithm
does not generalize readily to cases where p is not a power
of k + 1. The pairwise communication pattern of standard
exchange and the lack of local rotation can provide an
advantage over the Bruck algorithm [20]. However, when
the number of processes is not a power of k + 1, Bruck
handles the excess ranks (processes) more efficiently.

3) Ring: The Ring algorithm requires N − 1 rounds for
N processes [12]. Process p sends a single block of data
to p + 1 and receives a block from p − 1 in each round.
Despite the O(N) rounds, Ring is often the most efficient
choice for large messages in practice. This is due to its
nearest-neighbour communication pattern which translates
into a small number of connections that need to be set up.

A. Flat Collective Design

Since no algorithm is the best choice for all scenarios,
we choose the algorithm at runtime based on the size of the
communicator and the size of the messages. Once the choice
of algorithm has been made, our implementation sets up
the required connections and generates a task template that
describes the communication to be performed. The template
contains all the information about the required CORE-Direct
tasks except for the pointers to data buffers. At each rank, the
local portion of the internode communication is expressed
using CORE-Direct tasks, with rounds delimited by wait
tasks followed by send_enable tasks that start the next
round. The last wait task generates a CQE that signals the
completion of the offloaded operation. The task template
is preserved between MPI_Iallgather calls. Upon an
invocation a copy of the template is filled in with the
addresses and sizes of the data blocks involved in each step
of the transfer.

Since the processes participating in a collective cannot
be expected to invoke the collective call simultaneously, a
collective implementation must efficiently handle situations
where one of the processes starts communication before its
peer is ready. Two implementation options to address this
issue exist in the design space: the Eager and Rendezvous
protocols.

Table I: Eager protocol task list for ranks 0 and 1 in single-
port Standard Exchange among 4 ranks

Rank 0 1

Step 0
recv from 1 recv from 0

send to 1 send to 0
wait (1 recv CQ) from 1 wait (1 recv CQ) from 0

Step 1

recv from 2 recv from 3
recv from 2 recv from 3

send to 2 send to 3
send to 2 send to 3

wait (2 recv CQ) from 2 wait (2 recv CQ) from 3



1) Eager Protocol: In the Eager protocol a number of
recv WQEs and associated data buffers are preposted prior
to the start of communication. As illustrated by the task
list in Table I, rounds of communication are delimited by
wait tasks to handle data dependencies. Incoming messages
are placed into these preposted buffers and then copied
to their final destination in a user-supplied location when
the collective operation completes. For small messages the
overhead of the copy is acceptable. In order to handle
varying message lengths using a fixed preposted buffer size,
we use a separate send and recv task for each buffer.

Adapting the Eager protocol to CORE-Direct presents
an issue. As discussed in Section III, a wait WQE is
considered complete once the required number of CQEs
arrives. The wait WQE is unable to examine the contents of
the message which triggered a completion event, and must
infer its source from the fact that it arrived on a partic-
ular QP. Thus, unlike a CPU-progressed implementation,
a collective operation using CORE-Direct cannot post all
Eager buffers onto a single queue. This results in an increase
in memory consumption, since buffers may only be used
for a particular collective in a specific communicator. In
our Eager protocol implementation we create a dedicated
QP for each destination that a rank needs to communicate
with and prepost a set of buffers on the first invocation of
MPI_Iallgather in a communicator, thus avoiding the
memory and QP overhead for communicators that do not
use the allgather operation.

2) Rendezvous Protocol: While the Eager protocol works
well for small messages, the cost of copying data between
buffers becomes prohibitive as the message sizes increase.
The Rendezvous protocol addresses this problem by per-
forming data transfers directly between application buffers.
This, however, means that a buffer may not be available at
the destination of a send request since the target rank may
not have started the MPI_Iallgather operation. One
possible solution is to rely on the Receiver-not-Ready (RNR)
condition to retry the data transfer after a timeout [7]. A
short retry timeout causes a in increase in retransmissions
and network traffic, while a timeout that is too long increases
the latency of the collective communication; the optimal
timeout value depends on the system and the workload and
is difficult to determine. It is therefore beneficial to avoid
retransmissions by ensuring the availability of the buffer at
the receiver prior to sending data [6].

To support large message transfers we create two QPs
for each pair of communicating processes: one for Clear-
to-Send (CTS) notification, and another for the data transfer.
A single MQ coordinates the progression of the offloaded
collective over all ranks. Prior to any transfers taking place,
a recv operation is posted on each CTS RQ.

Two scenarios are possible in a communication round. In
the first case, the receiver arrives at the collective call before
the sender. Since its buffers are ready to receive data, it

Table II: Rendezvous protocol task list for ranks 0 and 1 in
single-port Standard Exchange among 4 ranks

Rank 0 1

Step 0

recv CTS from 1 recv CTS from 0
wait (1 CTS CQ) from 1 wait (1 CTS CQ) from 0

recv from 1 recv from 0
send to 1 send to 0

wait (1 recv CQ) from 1 wait (1 recv CQ) from 0

Step 1

recv CTS from 2 recv CTS from 3
wait (1 CTS CQ) from 2 wait (1 CTS CQ) from 3

recv from 2 recv from 3
send to 2 send to 3

wait (1 recv CQ) from 2 wait (1 recv CQ) from 3

sends a CTS control message. After being received by the
sender, this message clears a receive WQE in its CTS RQ
and generates a CQE on the corresponding CQ. The sender
then arrives at the collective call and posts a wait WQE to
detect the arrival of the CTS message to its MQ. This wait
WQE will be immediately completed. Upon the completion
of the CTS wait, a send_enable triggers the actual data
transfer to the receiver.

In the second possible scenario, the sender calls
MPI_Iallgather before the receiver and all WQEs are
posted by the sender before the CTS message arrives. In
a sequence of events similar to the early receiver case,
the wait WQE is cleared by the incoming CTS message,
allowing the data transfer to proceed. Note that in the
MPI_Iallgather collective operation each rank acts as
both a sender and a receiver in most steps of the communi-
cation. The task list in Table II summarizes the Rendezvous
implementation.

B. Hierarchical Collective Design

One issue with the design of the flat offloaded collective
is the number of QPs that need to be set up. Since IB HCAs
perform best when the QP information fits in the adapter’s
network context cache [17], the QP count should be kept
low. However, for each connection our nonblocking allgather
collective design requires separate QPs for Eager messages,
for handling CTS messages in the Rendezvous protocol, and
for large message transfers, along with the associated CQs.
These requirements lead to pressure on the context cache,
and a corresponding increase in communication latency. In
order to reduce the total number of queues, we decrease the
number of processes that communicate using CORE-Direct
by adopting a hierarchical collective scheme.

A leader rank is selected on each node. It sets up a shared
memory buffer that is registered with the HCA, as well as
QPs to handle the data transfers. The allgather operation is
then carried out in three phases:

1) Intranode gather: processes sharing a node copy their
data into the shared memory region, creating a single
larger message. Per-process arrival flags are used to
signal the completion of this stage to the leader.



2) Internode allgather: the leader engages in collective
communication by posting the CORE-Direct tasks to
the HCA and periodically checking for completion of
the internode phase.

3) Intranode broadcast: upon internode phase comple-
tion, the leader signals the leaf ranks through their
arrival flags. Each rank then copies the result of
the collective from the shared memory region to the
destination.

Since only the leader processes make use of
CORE-Direct, this approach reduces the pressure on the
HCA context cache by creating fewer QPs. Additionally,
using shared memory for intranode data transfer decreases
latency. However, unlike in a flat collective, communication/
computation overlap can only occur in Phase 2.

V. ADDING OVERLAP CAPABILITY TO RADIX SORT

To evaluate the performance of our nonblocking allgather
collective on code that is more realistic than a microbench-
mark we redesigned and implemented a nonblocking Radix
Sort kernel based on the commonly used algorithm by Zagha
and Blelloch [21]. Radix Sort is a noncomparative sorting
algorithm that is amenable to parallelization. It is an efficient
and practical method for sorting numeric keys, and finds
applications in computer graphics, database systems, and
sparse matrix multiplication, among other areas.

Parallel Radix Sort using radix r splits keys into digits
with a value in the range [0..(r−1)], which are then sorted in
individual rounds. Each round consists of five steps: bucket
count, local redistribution, histogram allgather exchange,
offset calculation using prefix sum, and global redistribution.
In our implementation histogram communication is over-
lapped with local key movement.

In the first step of the algorithm every process calculates
the number of keys that need to be placed into each of
the r buckets. The bucket counts need to be exchanged
between the processes in order to rearrange the keys globally.
However, while the allgather communication is in progress,
it is possible to prepare for the key data transfer step by
rearranging keys locally. To obtain the offset for the keys
in each bucket we calculate the prefix sum of the bucket
counts. The keys are then moved to the correct offset on
each process. Once the network communication completes,
we compute the global offsets using a prefix sum of the
global histogram, and move the keys using one-sided MPI
operations. We present the observed improvement due to
overlapping local prefix sum computation and key movement
with allgather communication in Section VI-H.

VI. EXPERIMENTAL RESULTS AND ANALYSIS

In this section we examine the latency of our non-
blocking flat and hierarchical algorithms, as well as their
communication/computation overlap potential under single-
port and k-port modelling. We also evaluate the impact of

our nonblocking algorithms on the Radix Sort application
kernel, and provide some insights into the effectiveness of
multileader and multigroup modifications of the algorithms.

A. System Configurations

Cluster A is a cluster of 16 Dell PowerEdge M610
blade servers with 24 GB DDR3 memory, dual 2.93 GHz
hexa-core Intel Xeon X5670 processors, and a Mellanox
ConnectX-2 mezzanine HCA. The nodes run 64-bit Red Hat
Enterprise Linux 5.5 with kernel version 2.6.18-194.el5 and
Mellanox OFED 1.5.2-1. A single switch was used.

Cluster B is made up of four Dell PowerEdge 2850
servers, each containing two 2.80GHz dual-core Intel
Xeon processors, 4 GB DDR2 memory, and a Mellanox
ConnectX-2 MT25418 HCA. The nodes use Mellanox
OFED 1.5.3-1 and 64-bit CentOS 5.5 with kernel 2.6.18-
194.26.1.el5. Both ports of all HCAs are connected to a
single switch.

B. Overview

In our evaluation we compare the latency of our
CORE-Direct implementation (our code is integrated with
MVAPICH2 1.7 Nemesis [22]) with the blocking allgather
provided by MVAPICH2 Nemesis and with the nonblocking
allgather provided by libNBC 1.0.1. MVAPICH2, with the
default settings on our platform, uses the recursive doubling
algorithm for all message sizes.

Since libNBC is a proof-of-concept implementation, it
uses a naive linear allgather algorithm. LibNBC may ei-
ther use an MPI library or call IB verbs directly to per-
form data transfers; we tested both transports. LibNBC
can make progress on nonblocking communication either
in NBC_Test calls or with the aid of a progress thread.
Unfortunately, due to compatibility issues we were unable
to get the progress thread option to work reliably. The
performance of test-based progression is dependent on the
frequency of NBC_Test calls. We present the best results,
which were obtained when calling NBC_Test at intervals
of 1024 Bytes. We used the NBCBench benchmark [23] to
measure latency and overlap potential.

C. Latency of Single-port Allgather

We first evaluate the single-port allgather collective on
Cluster A. In order to make a comparison with the MVA-
PICH2 recursive doubling algorithm, the number of MPI
ranks was chosen to be a power of 2. We used 128
ranks on our Cluster A test system, resulting in 8 ranks
per node. Latency was measured by averaging the latency
obtained on every process over a large number of runs
of the NBCBench benchmark. Figure 1a shows the results
in a flat communicator. The CORE-Direct implementation
outperformed the libNBC library by a large margin for small
and medium messages. Among the offloaded algorithms,
Standard Exchange and Bruck have the best latency for small
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Figure 1: Single-port allgather latency on Cluster A
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Figure 2: Single-port allgather overlap on Cluster A

and medium messages. However, for messages larger than
16 KB the performance of all offloaded algorithms becomes
similar as our implementation switches to Rendezvous,
making the handshaking round-trip the deciding factor in
latency. Offloaded flat collectives have a latency penalty
compared to the blocking MVAPICH2 MPI_Allgather,
though it decreases with message size. Messages larger than
16 KB result in a speedup of up to 20% using Standard
Exchange and Ring algorithms. One source of overhead for
small messages is the inability to use the InfiniBand inline
send feature which copies the data for a small message to
the HCA together with a work request, since said data have
yet to arrive at the time the send WR is posted.

As expected, in the hierarchical collective test (Figure 1b)
latency is reduced by the use of shared memory. Offloaded
collectives beat MVAPICH2 by up to 68% for medium
messages and 46% for large messages. Interestingly, the
Ring algorithm has slightly better performance than Standard
Exchange and Bruck. At the smaller internode communica-
tor size the QP footprint of all three algorithms is similar;
the O(n) steps taken by the Ring algorithm do not translate
into a large penalty. On 16 nodes the Ring algorithm needs
16 steps, while Standard Exchange completes in 4. In the

flat communicator the Ring algorithm is slower for small
message sizes, since it requires 128 rounds, while Standard
Exchange only requires 7. libNBC did not perform well in
our hierarchical test using MVAPICH2 as its transport; we
excluded its results from the Figure 1b.

D. Overlap Potential of Single-port Allgather

The NBCBench benchmark [23] measures overlap accord-
ing to the formula

overlap = 1− tcomp+comm − tcomp

tcomm

where tcomp+comm is obtained by starting the nonblocking
communication first, then performing a predefined amount of
synthetic computation, and finally waiting for the communi-
cation to complete. tcomm refers to blocking communication
time. tcomp is chosen to be as close as possible to tcomm.

As shown in Figure 2a, in a flat communicator using
single-port algorithms, almost the entire communication
time can be overlapped with computation when using the
offloaded collectives with small and medium message sizes.
The overlap performance decreased slightly as the message
size grew. At 16 KB our implementation switches to the
Rendezvous algorithm, which again allows for near 100%
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Figure 3: k-port allgather latency for Bruck and Standard Exchange algorithms on Cluster B
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Figure 4: k-port allgather overlap for Bruck and Standard Exchange algorithms on Cluster B

overlap for large message sizes. It is likely that better
performance could be obtained by tuning the Rendezvous
threshold for a particular system. We observe that the overlap
for the Bruck algorithm was lower for large message sizes in
a flat communicator because the processor was used for the
local rotation step, reducing its availability for computation.

When data copying is introduced by the hierarchical
collective the picture changes, as can be seen in Figure 2b.
For small messages we observe a small reduction in overlap
(around 5–10%). However, an increasing amount of time
is spent copying data from the shared memory region into
destination buffers at larger message sizes, reducing the
availability of the processor for computation to around 50%.

libNBC’s overlap performance varied in our testing, rang-
ing between 40 and 80%. Note that we do not present the
overlap results for libNBC using the IB verbs transport in
a hierarchical communicator because this transport mode is
unable to take advantage of shared memory.

E. Resource Consumption of Single-port Allgather

In a flat communicator the Bruck algorithm requires more
connections, and thus more QPs per process (2 ·3log2128 =
42) than Standard Exchange (3log2128 = 21), while Ring

has the lowest QP footprint (2 · 3 = 6 QPs). Because each
connection is associated with a set of preposted buffers,
there is a corresponding effect on the memory footprint
of the MPI library. We measured the resident set size of
NBCBench to be 105 MB for Standard Exchange, 60 MB for
Ring, and 160 MB for Bruck. In a hierarchical communicator
all algorithms have reduced QP usage with 3log216 = 12
QPs per node for Standard Exchange, 6 for Ring and 24
for Bruck. The memory footprint in the hierarchical case is
mostly due to the shared region, thus the differences between
the algorithms are insignificant.

F. Multiport Modelling

Due to unavailability of a multiport configuration on
Cluster A, we investigated k-port allgather performance with
the Bruck and Standard Exchange algorithms on Cluster B.
To enable comparison with Standard Exchange we used a 3-
port communication model to cover communicators of size
16 and 4. The 3 virtual ports were allocated over 2 physical
HCA ports using a round-robin pattern.

As shown in Figure 3b, the 3-port Standard Exchange and
Bruck algorithms have a reduced latency in a hierarchical
communicator compared to the single-port versions, since



the internode exchange can be completed in a single step.
The largest improvement of 16% was observed for small
messages. As the message size increases, the latency is
dominated by the memory copy, eliminating the speedup.

In a flat communicator (Figure 3a) Standard Exchange
keeps its performance advantage. For messages larger than
16KB the 3-port allgather achieves a speedup of up to
49% compared to single-port, and up to 54% compared to
MVAPICH2. The Bruck 3-port algorithm has a slight penalty
compared to the single-port latency.

The overlap performance of the single-port and 3-port
algorithms was similar, though somewhat reduced in a
hierarchical communicator. As with the tests on Cluster A,
the Bruck algorithm has reduced overlap performance with
large messages due to the memory copy in the rotation
step. Interestingly, the speedup was affected mostly by the
value of k in the k-port communication modelling rather
than the number of physical HCA ports in use. Forcing all
virtual ports to use the same HCA port increased the latency
slightly, but performance remained similar overall.

Unlike in our tests on Cluster A, libNBC’s naive allgather
algorithm provided competitive latency in the smaller Clus-
ter B. However, the overlap performance of libNBC was
significantly lower than that of the offloaded collectives.

G. Multileader and Multigroup Allgather Algorithms

Several groups have sought to improve the blocking
MPI_Allgather operation by spreading the workload
of network message processing among multiple processor
cores. The multileader allgather design by Kandalla et al.
[24] and the multigroup algorithms by Qian et al. [25] have
been shown to decrease communication latency. In contrast
to blocking collective operations, their nonblocking versions
aim to keep the processor cores from being occupied by
network tasks. However, to investigate whether some of the
benefits of multileader and multigroup designs are due to
the changes to the communication pattern rather than load
distribution, and thus applicable to nonblocking collectives,
we implemented and tested a CORE-Direct-based version of
the multigroup algorithm by Qian et al. [25] We also evalu-
ated the multileader approach using our existing hierarchical
collective implementation by running tests with an increased
number of node leaders.

Our tests on Cluster A confirmed that keeping the number
of QPs low is essential to achieving low latency. A two-
group MPI_Iallgather took more time to complete than
the single-leader hierarchical version, with the four-group
version being slower still. The overlap potential was largely
unaffected. The same outcome was seen with multiple lead-
ers. The change in communication pattern does not appear
to help: since all communication is being handled by the
HCA instead of being distributed among multiple cores, the
multigroup and multileader approaches are not beneficial
when using CORE-Direct.

Table III: Radix kernel run time percentage improvement
over MVAPICH2 using single-port Standard Exchange al-
gorithm on Cluster A

(a) Flat

Radix 212 keys 216 keys

2 -49.76 -42.25
4 -41.16 -33.42
8 0.92 0.053
10 -2.37 -0.07
12 5.33 -2.64
14 6.43 4.06
16 -0.95 7.02

(b) Hierarchical

Radix 212 keys 216 keys

2 40.19 11.09
4 19.83 13.47
8 20.09 9.51

10 -1.05 -0.12
12 5.07 1.74
14 3.18 4.72
16 6.42 7.07

Table IV: Radix kernel run time percentage improvement of
1-port and 3-port Standard Exchange over MVAPICH2 on
Cluster B

(a) Flat, 212 keys

Radix 1-port 3-port

2 -9.50% 0.30%
4 -26.04% 0.03%
6 -14.96% 2.93%
8 -3.83% 8.18%
10 -5.44% 4.29%

(b) Flat, 216 keys

Radix 1-port 3-port

2 6.93% -7.03%
4 -13.23% -0.74%
6 -5.35% 5.18%
8 -0.95% 4.18%

10 1.95% 3.97%

(c) Hierarchical, 212 keys

Radix 1-port 3-port

2 13.20% 12.50%
4 7.15% 8.33%
6 4.39% 4.03%
8 3.32% 3.42%
10 3.10% 3.99%

(d) Hierarchical, 216 keys

Radix 1-port 3-port

2 11.90% 12.02%
4 7.26% 6.48%
6 4.50% 3.70%
8 3.66% 4.07%

10 4.49% 3.76%

H. Application Results: Radix Sort Kernel

We first evaluate the improvement in Radix Sort run time
due to communication/computation overlap using single-
port modelling. The results were obtained on Cluster A
and are presented in Table III. The baseline for the com-
parison is the Radix Sort kernel using the blocking recur-
sive doubling MPI_Allgather provided by MVAPICH2
Nemesis. Because the size of the messages involved was
small to medium, we used the Standard Exchange algorithm
for offloaded allgather. The performance of Radix Sort is
dependent on its chosen parameters. In our testing the
performance of the nonblocking allgather was poor in a flat
communicator, particularly for small radices (and thus more
rounds of communication). The communication/computation
overlap could not make up for the increase in latency over
the blocking collective. With a hierarchical collective, good
speedup (up to 40%) is obtained when many rounds of
communication are needed (the radix is small). Increasing
the number of keys makes the global redistribution phase
dominate the run time, erasing some of the speedup.

We also measure the improvement due to multiport mod-
elling, again using the performance with blocking MVA-



PICH2 allgather as a baseline. The results presented in
Table IV were obtained on Cluster B. In a flat communicator
the blocking allgather performed similarly to the nonblock-
ing 3-port collective, while the single-port nonblocking
collective could not match the performance of the blocking
allgather due to the reduced amount of communication in
the smaller Cluster B. 3-port allgather reduced run time by
up to 20% compared to the single-port collective.

In a hierarchical communicator the latency of nonblocking
collectives for small and medium size messages is closer to
that of MVAPICH2 (see Figure 3b). We therefore observe
a speedup of up to 13% in the hierarchical communicator
compared to the blocking collective, with the 1-port and
3-port versions having similar performance. We expect the
3-port allgather to have a performance advantage in a larger
cluster, as the difference in the number of steps required to
complete the communication will increase.

VII. CONCLUSIONS AND FUTURE WORK

The evaluation of the performance of our offloaded
MPI_Iallgather demonstrated high overlap capability
and good potential for improving application performance,
as well as latency characteristics that compare favourably
to those of blocking collectives. We confirmed that the
performance of CORE-Direct offloaded collectives is most
sensitive to the communication schedule and the number
of Queue Pairs created on the HCA. Hierarchical collec-
tives offer an effective way to reduce the QP footprint
and consequently reduce latency. However, the associated
decrease in overlap performance for large messages is an
open problem. We intend to investigate ways to ameliorate
this issue in our future work. We also plan to extend the
study of the benefits of computation/communication overlap
to large-scale scientific applications.
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