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Abstract

 

 

 

With increasing uniprocessor and SMP computation
power, workstation clusters are becoming viable alterna-
tives to high performance computing systems. 

Communication overhead affects the performance of
parallel computers significantly. A significant portion of
the software communication overhead is attributable to
message copying. We argue that it is possible to address the
message copying problem at the receiving side through
speculation. We show that messages display a form of
locality, and we introduce the notion of message prediction
for the receiving side of message-passing systems. By pre-
dicting a receive communication call before it is posted, we
are able to place the required message directly into the
cache speculatively before it is needed so that effectively a
zero-copy communication can be achieved

Specific extensions to the ISA and the processor archi-
tecture accommodate late binding without requiring copy-
ing of the message

 

1. Introduction

 

With increasing uniprocessor and SMP computation
power available, workstation clusters are becoming viable
alternatives to high performance computing systems. Com-
munication overhead including hardware, communication
software, and the user environment affects the performance
of parallel computers significantly. 

In the current generation of parallel computer systems,
communication software overhead (of the order of tens of
microseconds [12]) dominates communication time, and it
is attributed to three sources; crossing protection bound-
aries, traversing protocol layers, and message copying. 

Several researchers are working to minimize the cost of
crossing protection boundaries, and using simpler protocol
layers by utilizing 

 

user-level messaging

 

 techniques [24,
23]. A significant portion of the software communication
overhead belongs to message copying. Ideally, message
protocols should transfer messages in a single copy (this is
called a true zero-copy) from the send buffer in the user
space to the receive buffer at the destination. However,

applications at the send side do not know the final receive
buffer addresses and, hence, the communication subsystem
at the receiving end copies messages from the network
interface to a system buffer, and then to the user buffer
when the receiving application posts the receive call. 

Researchers have tried to avoid message copying [18,
6]. While this has been possible at the send side, a zero-
copy messaging at the receiver sides is achievable only if
the receive call is already posted, a 

 

rendez-vous

 

 type com-
munication is used for large messages, or the destination
buffer address is known through a pre-communication. 

In this work, we argue that it is possible to address the
message copying problem at the receiving side through
speculation. We show that messages display a form of
locality, and introduce the notion of message prediction for
the receiving side of message-passing systems [2, 3]. By
predicting a receive communication call, before it is
posted, we are able to place the required message directly
into the cache speculatively before it is needed so that
effectively a zero-copy communication can be achieved. 

In Section 2. we explain our motivation and review
related work. We elaborate on how prediction would help
eliminate message copying, in Section 3. Our experimental
methodology is discussed in Section 4. Section 5. discusses
properties of message passing parallel applications. In Sec-
tion 6. we review the results of our message predictors
reported in [2, 3]. In Section 7. we introduce ISA and
architectural extensions to support effective zero-copy
messaging. Finally, we conclude with Section 8.

 

2. Motivation and Related Work

 

High performance computing is increasingly concerned
with efficient communication across the interconnect.
Modern 

 

System Area Networks

 

 (SAN), such as Myrinet [9],
provide high bandwidth and low latency and several user-
level messaging techniques have removed the operating
system kernel and protocol stack from the critical path of
communications [24, 14, 23]. 
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A significant portion of the software communication
overhead is attributed to message copying. Traditional soft-
ware messaging layers, employ four message copying
operations from the send buffer to the receive buffer. As
shown in Figure 1, these are: from the send buffer to the
system buffer (1), from the system buffer to the 

 

network
interface

 

 (NI) (2), and from the 

 

network interface

 

 to the
system buffer (3), and finally to the receive buffer (4). 

At the send side, user-level messaging layers use pro-
grammed I/O or DMA to avoid system buffer copying.
Address translation can be done using a kernel module as
in BIP, or by caching a limited number of address transla-
tions as in U-Net/MM [7]. Some network interfaces also
permit writing directly into the network.

Contrary to the send side, bypassing the system buffer
copying at the receiving side may not be achievable. Pro-
cesses at the sending sides do not know the destination
buffer addresses. Therefore, when a message arrives at the
receiving side it is buffered if the receive call has not been
posted yet. VMMC [8] provides direct data transfer
between the sender’s and receiver’s virtual address space
under a 2-phase rendez-vous protocol which adds to the
network traffic and latency especially for short messages.

VMMC-2 [13] uses a default, re-directable receive
buffer. At the destination, and if the receive call has been
posted, the message is transferred directly to the user
buffer, otherwise it is buffered in the default buffer.

Fast sockets [22] use 

 

receive posting

 

 which is similar to
the 

 

transfer redirection

 

 discussed earlier. FM 2.x [18] uses
a similar approach as fast sockets.

MPI-LAPI [6] implements MPI on top of LAPI for the
IBM SP. If a receive call has been posted, the address of the
user buffer is returned to LAPI. If the header handler can-
not find a matching receive, it will return the address of an

 

early arrival buffer

 

 for a one-copy transfer. Large size mes-
sages are transferred using a 2-phase rendez-vous protocol.

Other techniques to bypass extra copying are the 

 

re-
mapping

 

, and 

 

copy-on-write 

 

techniques [10]. A zero-copy

TCP stack is implemented in Solaris by using copy-on-
write pages and re-mapping to improve communication
performance [10]. It achieves a relatively high throughput
for large messages but not for small messages.

A major concern with all the current page re-mapping
techniques is their poor performance for short messages
which is important for parallel computing. 

Prediction techniques have been proposed in the past to
predict the future accesses and coherence activities in dis-
tributed shared memory (DSM) [21, 17, 11]. In software-
controlled prefetching, the programmer or compiler
decides when and what to prefetch by inserting 

 

prefetch

 

instructions. Mowry and Gupta [20] have used software-
controlled prefetching, and multithreading to hide and
reduce the latency in shared memory multiprocessors. 

Recently, Afsahi and Dimopoulos proposed heuristics to
predict message destinations at the send side of communi-
cations in message-passing systems [1]. 

 

3. Using Message Predictors

 

In message-passing systems, messages arrive in arbi-
trary order. The consuming process or thread will consume
one message at a time. If we know which message is going
to be consumed next, then we can move the message upon
its arrival to near the place that it is to be consumed.

For this, we have to consider three different issues.
First, decide which message will be consumed next. This
can be done by devising receive call predictors. Second,
decide where and how this message is to be moved in the
cache. Third, efficient cache re-mapping and late binding
mechanisms need to be devised to resolve the receive
address upon posting of the receive call.

We have addressed the first issue in previous work [2,3]
and we also summarize it here. In this work, we address the
second and third issues, that is how hardware extension can
be used together with our prediction techniques to achieve
an effective zero-copy messaging environment.

 

4. Experimental Methodology

 

In exploring the effect that different heuristics have in
predicting the next receive call, we utilized a number of
parallel benchmarks, and extracted their communication
traces on which we applied our predictors. We have used
benchmarks form the 

 

NAS parallel benchmarks 

 

(NPB)
suite

 

 (version 2.3) 

 

[5, 19], and the 

 

Parallel Spectral Trans-
form Shallow Water Model 

 

(PSTSWM) application 

 

(ver-
sion 6.2)

 

[25]. Specifically, we used the

 

, block tridiagonal

 

(BT), 

 

scalar pentadiagonal 

 

(SP), and 

 

conjugate gradient

 

(CG) benchmarks from NPB. We didn’t use the 

 

multigrid

 

(MG) and 

 

lower-upper diagonal 

 

(LU) benchmarks because
these benchmarks use 

 

MPI_ANY_SOURCE

 

 in some of
their receive calls. This means that the applications may

Figure 1. Data transfers in a traditional 
messaging layer

Network

Send Process Receive Process
Send buffer Receive buffer

System buffer System buffer

NI NI
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receive any message from different sources and this is
clearly not predictable.

We focused in the patterns of point-to-point communi-
cations and executed these applications on an IBM SP2
machine. We wrote our own profiling code using the wrap-
per facility of the MPI to gather the communication traces.

We considered different system and problem sizes. Spe-
cifically, we experimented with the workstation class “W”,
and the large class “A” of the NPB suite, and the default
problem size for the PSTSWM application. The NPB
results are almost the same for “W” and “A” classes.
Hence, we only report results for the “A” class here. 

 

5. Communication Properties of Message-
Passing Parallel Applications

 

Our applications use blocking and nonblocking standard
MPI receive primitives, namely 

 

MPI_Recv

 

 and 

 

MPI_Irecv

 

[19]. 

 

MPI

 

_

 

Recv (buf, count, datatype, source, tag, comm,
status)

 

 is a blocking receive call. When it returns, data is
available at the destination buffer. 

 

MPI

 

_

 

Irecv (buf, count,
datatype, source, tag, comm, request)

 

 is a nonblocking
receive call. It immediately posts the call and returns.

Figure 2 shows distributions of message sizes for some
of the applications (a complete discussion is found in [3]).
Message sizes vary from a few bytes to several kilobytes.

 

Figure 2. Examples of distribution of message 
sizes when the number of processes N=16

 

Messages, in addition to the data part, carry information
that can be used to distinguish, and selectively receive

them. This information consists of a fixed number of fields,
which is collectively called the 

 

message envelope

 

. These
fields include the source process of a message, 

 

source

 

, the
destination process of a message, 

 

dest

 

, the message tag,

 

tag

 

, and the message communicator, 

 

comm

 

. We refer to
these fields as the message ID.

 

5.1 Communication Locality

 

In the context of message passing programming, many
parallel algorithms are built from loops consisting of com-
putation and communication phases. Therefore, communi-
cation patterns may be repetitive. Kim and Lilja [16] have
shown that there is a locality in message destination, of
send/receive primitives in parallel algorithms. Afsahi and
Dimopoulos [1] have shown the communication locality of
message-passing application in terms of message destina-
tion locality. Karlsson and Brorsson [15] have compared
the communication properties of parallel applications in
message-passing, and shared memory systems [4]. 

By 

 

message reception locality

 

 we mean that if a certain
message reception call pattern has been used it will be re-
used with high probability. 

We are interested in developing predictors that can pre-
dict the next receive call with a high probability. Section 6.
presents our message predictors and their performance. 

 

6. Message Predictors

 

The set of predictors proposed here, predict the subse-
quent receive calls based on the past history of communi-
cation patterns on a per process basis. We propose two
classes of predictors: the 

 

Single-cycle

 

 predictor, is a purely
dynamic predictor, while the 

 

Tag-based

 

 ones are static/
dynamic. The 

 

Tag-based

 

 predictors, require information to
be passed from the application to the network interface.
This can be done through inserting instructions such as

 

pre-receive (tag) 

 

in the program. We will explain the opera-
tion of the 

 

pre-receive (tag) 

 

instruction in Section 6.2

 

.

 

The above predictors were originally proposed in [1] to
predict the destination target at the send side of communi-
cations. In this work we have introduced an “initialization
phase” and applied these predictors to the receive side.

 

6.1 The Single-cycle Predictor

 

The 

 

Single-cycle

 

 predictor consists of an “initialization
phase” followed by a “prediction phase”. The “prediction
phase” is based on the fact that if a group of receive calls
are issued repeatedly in a cyclical fashion, then one can
predict the next received message. Note that the receive
calls are identified through their message IDs. For our dis-
cussion, “receive call” and “received” (and consumed by
the user process) message are synonymous.

This predictor implements a simple cycle discovery
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algorithm. Starting with a 

 

cycle-head

 

 (this is the first
receive call that is requested at start-up, or the receive call
that causes a miss), we log the sequence of requests until
the 

 

cycle-head

 

 is seen again. Such a sequence constitutes a
cycle, and can be used to predict the subsequent requests. If
the predicted receive call coincides with the subsequent
requested one, then we record a hit, otherwise we record a
miss and the cycle formation stage commences with the
cycle-head being the receive call that caused the miss.

 

Initialization Phase . 

 

Applications comprise of an initial-
ization phase, a main computation phase, and a conclusion
phase. The patterns of communications during the initial-
ization and conclusion phases are not repetitive and should
be ignored. This is illustrated in Figure 3. It is clear that no
cycle will be formed with the cycle-head 1. In addition, if
we skip ahead we also find that no cycle can be formed
starting with cycle heads 3, and 5. However, a cycle can be
formed with cycle-head 4. Thus, the first three identifiers,
1, 3, and 5 are considered as the initialization phase.

We have added an “initialization phase” to the predic-
tors proposed in [1]. The new 

 

Single-cycle

 

 predictor (along
with the 

 

Tag-cycle

 

, and 

 

Tag-bettercycle

 

 predictors) start
with an “initialization phase” where after forming the first
cycle switches to the “prediction phase

 

”

 

. Our aim during
the “initialization phase” of the predictors is to bypass the
initialization phase of the applications. Since this phase is
not well established, or known a-priori, we search for a
cycle in parallel, starting with all the message identifiers as
they are received. The first cycle that is formed signals the
termination of the “initialization phase”, and the start of the
main computation phase. It was observed that larger cycles
give better results, hence we have introduced a threshold of

a minimum length of 6 in forming the first cycle. This is
illustrated in Figure 3 where we look for a cycle starting
with any of the cycle-heads 1, 3, 5, 4, 6, 7, 8, 9, and 10 con-
currently. A cycle is formed when the second time message
ID 4 is seen signaling the end of the “initialization phase”.
The performance of the 

 

Single-cycle

 

 predictor as shown in

Figure 4

 

1

 

 is consistently high (hit ratios of more than 0.9). 

 

6.2 The Tagging Predictor

 

The 

 

Tagging

 

 predictor assumes a static communication
environment in the sense that a particular communication
receive call in a section of code, will be invoked again with
high probability. Thus, we assign a different 

 

tag

 

 (this is dif-
ferent than the tag in an MPI communication call; It is a
unique identifier such as the address of the communication
call) to each of the receive calls found in the applications.
A

 

 pre-receive (tag)

 

 instruction is added before each receive
call in the applications, as shown in Figure 5.

As the execution trace reaches the 

 

pre-receive (tag)

 

instruction, the 

 

tag

 

 information is passed to the communi-
cation subsystem to predict the next receive call.

To this 

 

tag

 

 and at the communication assist, we assign
the message identifier the first time the corresponding
receive call is issued. A hit is recorded if in subsequent
encounters of the tag, the requested communication is the
same as the receive call already associated with the tag.

1 3 5 4 6 7 8 9 10 4 6 7  8

Figure 3. Message reception call sequence (from 
left to right)

  BT    SP    CG  PSTSWM
0

0.2

0.4
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1
Single−cycle predictor

H
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Figure 4. Effects of the Single-cycle predictor 
on the applications

N = 64 for CG, and 49 for others

 

1.

 

Average, minimum, and maximum, refer to the average, minimum,
and maximum hit ratio over all processes of each application

 Tag                    Source Program 

 1                       MPI_Recv

 2                       MPI_Recv

 3                       MPI_Recv

Pre-receive (2)

Pre-receive (3)

Figure 5. Pre-receive (tag) operation

Figure 6. Effects of the Tagging predictor on 
the applications
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Otherwise, a miss is recorded and the 

 

tag

 

 is assigned the
newly requested receive call. As shown in Figure 6, the
performance of the Tag predictor is not good.

 

6.3 The Tag-cycle Predictor

 

The 

 

Tag-cycle

 

 predictor combines both the Tag and the

 

Single-cycle

 

 algorithms. In the 

 

Tag-cycle

 

 predictor, we
attach a different tag to each of the communication
requests and do a 

 

Single-cycle

 

 discovery algorithm for the
messages associated with each tag. As shown in Figure 7,
the 

 

Tag-cycle

 

 performs well on all benchmarks. 

 

6.4 The Tag-bettercycle Predictor

 

In the 

 

Tag-bettercycle

 

 predictor, we keep the last cycle
associated with each tagcycle-head encountered in the
communication patterns of each process. 

This means that when a cycle breaks we maintain this
cycle in memory for later references. If we haven’t already
seen the new tagcycle-head then we form a new cycle for
it, otherwise we predict the next communication call based
on the member of the cycle associated with this new 

 

tagcy-
cle-head 

 

that has been stored. As shown in Figure 8, the

 

Tag-bettercycle

 

 performs well on all benchmarks 

 

6.5 Message Predictors’ Comparison

 

Figure 9 presents a comparison of the performance of
the predictors presented in this paper when the number of
processes is 64 for CG and 49 for the other benchmarks. As
it can be seen, 

 

Single-cycle

 

, 

 

Tag-cycle

 

 and 

 

Tag-bettercycle

 

all perform well on the benchmarks with 

 

Single-cycle

 

 hav-
ing a slightly better overall performance.

 

7. Integrating Message Predictors with the 
Network Interface

 

In this section, we discuss how a message predictor can
be used and integrated into the network interface to help
achieve zero-copy communication. Since we predict the
sequence of message reception calls, we can move the
next-to-be-used message “near” the “place” that will be
consumed. This is most efficiently done if the message is
moved to the cache of the processor that will consume it. In
a single-processor node, a staging cache can be used. In an
SMP node, the threading scheduler can be used to co-
locate the message and the consuming thread. Alterna-
tively, predictors can be incorporated in the replacement
policies of caches and pages that hold received messages.

Predictors would reside beside the network interface.
They monitor the message reception patterns of their host
process and make a prediction according to their prediction
algorithms. Then, the network interface uses the predic-
tions to move the early arriving messages into the cache.

In the subsequent, we focus our attention in developing
mechanisms which, together with the prediction heuristics
discussed earlier, will enable zero-copy messaging. Ideally,
if the data destined to be consumed by a consuming pro-
cess/thread has been cached, the process/thread will
encounter the minimum delay in consuming this data. If
the data is to be delivered by the network, as we discussed
earlier in this work, the late binding required by a two
sided protocol, introduces a significant overhead.

Our aim is to introduce architectural extensions that will
facilitate the location of the message data in a cache, bound
and ready to be consumed by the consuming thread/pro-
cess. We accomplish this through the introduction of a spe-

Figure 7. Effects of the Tag-cycle predictor on 
the applications
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cial network cache and extensions to the ISA.
We consider that a message includes in addition to the

payload a message ID, which may be part or the total MPI

 

message envelope

 

 as described in Section 5. The message
ID is used to identify the message and bind it to its target
address. We consider two memory spaces.

 

Network memory space

 

: This is where network buffers
are allocated and where received messages live waiting to
be bound to the process address space.

 

Process memory space

 

: This is the process memory
address space and this is where process objects including
bound messages live.

To facilitate late binding, we introduce a separate net-
work cache that can distinguish the two memory spaces.

 

Figure 10. The two memory spaces and the 
network cache.

 

7.1 Operation

 

We assume initially messages of length identical to that
of the cache line. These are normally short messages. We
assume a separate network cache that is fully associative
with a write-back policy. The network cache includes two
separate and mutually exclusive tags. The 

 

network tag

 

 is
associated with the Network Memory Space, while the 

 

pro-
cess tag

 

 is associated with the Process Memory Space. It
also incorporates a 

 

message ID

 

 tag that holds the message
ID. All three tags can be associatively searched. 

On message arrival, the message is cached on the net-
work cache. The 

 

network tag

 

 is set to the address of the
buffer in network memory space that is allocated to the
message and the 

 

message id

 

 tag is set accordingly. The
message lives at the network cache and it migrates to the
Network Memory space according to a cache replacement
policy which replaces the message that is least likely to be
consumed next. The prediction heuristics we discussed in
Section 6. can be used for this purpose.

Should the cache line need to be replaced, it is written
back to its allocated buffer while the 

 

message ID

 

 and the

 

network 

 

tags are held by a link translation buffer so that the
message can be located and reloaded into the network
cache quickly.

Late binding. A receive call targeting a message on the
network cache will invalidate the message ID and network

tags and will set the process tag to point to the address of
the object destined to receive the message in Process Mem-
ory Space. The buffer in Network Memory space is now
released and it can be garbage collected. Similarly the link
translation buffer entry is invalidated concluding the late
binding of the message to its target object.

From this point onward, the cache line is associated

with the Process Memory Space. On cache replacement2,
the message is written back to its targeted object in Process
Memory Space. A cache miss forces the now bound object
to be copied in the standard data cache. Both the normal
data cache and the network cache are searched for cached
objects. While the data cache associates only one tag for
each line, the network cache is searched based on the pro-
cess tag. The differentiation of the network cache is there-
fore based on the inclusion of the two tags and their mutual
exclusiveness. The validity of a tag determines which
memory space the cache line is presently associated with.

7.2 The influence of virtual memory

Although we have talked of cache tags, we have not
specified how these are mapped between virtual and physi-
cal memory spaces. Each process “knows” of its virtual
address space, and addresses its objects using virtual
addresses which are translated by the hardware into physi-
cal addresses through the normal page mapping mecha-
nism that involves the TLB (translation look-aside buffer).

The late binding mechanism we have suggested above
involves physical addresses as we directly manipulate the
cache tags. This can be accomplished since the virtual-to-
physical mapping is already included in the TLB. We dis-
cuss the implementation of this mechanism in Section 7.5.

7.3 Large Messages

For the case of large messages which cannot fit within the
cache, a different mechanism may be employed. 

Large messages are copied in a buffer in the Network
Memory Space. They remain there until they are released
by the application. The main overhead now is that of copy-
ing them to the Process Memory Space. A modified TLB
(network TLB) can be employed to translate virtual
addresses to physical addresses. Each entry of the Network
TLB includes four fields as follows:

tag
network process

tag

Network Memory Space Process Memory Space

ini
tia

l
final

cache data linemessage
ID

Network Cache

2. Since there are two entities managing the cache lines in the net-
work cache, experimentation will determine the replacement policy
to be used. There are two obvious alternatives. The bound lines are
searched first according to an LRU policy. If there are no bound
cache lines, then the unbound cache lines are searched using the
prediction heuristics developed. The other alternative is to reverse
the sequence. Modifications of these strategies are possible and
may include thresholds (on a minimum number of cache lines in
each category) before the particular heuristic takes effect.
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Figure 11. The Network TLB fields
The process and network virtual address are mutually

exclusive and correspond to the virtual address assigned to
the message buffer by the consumer and network process/
thread respectively. As soon as the message is received, it is
copied from the NI (Network Interface) to the buffer space
at the network memory space specified by the network pro-
cess. The message ID and physical address are also set. As
soon as the message receive call (e.g. MPI_receive) is
issued, late binding occurs which sets the network virtual
address to the one specified by the receive call. The valid
bits are set exclusively so that translation uses either the
process or the network virtual addresses respectively. The
message_ID is used during the late binding process to
uniquely identify the message to be bound.

The entries of the network TLB migrate between the
“translation cache” and the page according to the predic-
tion heuristics developed.

We assume that (in a parallel environment) process
swap does not occur, or at least the network buffers can be
locked in physical memory. Messages though may be
swapped and remapped.

One assumption we have made is that the messages are
indivisible and thus they are contained within individual
structures (i.e. one cache line or one page/segment). 

7.4 SMP nodes

In a cluster of SMPs, one can organize the network ele-
ments (network cache/ network TLB) in a Directory-based
structure. One of the processors in the node is designated
as the network processor that manages the network mem-
ory space. In addition, it maintains the master copies of the
network cache and network TLB. Copies are distributed to
the processors that need access to the data, and to the pro-
cessor who hosts the message receive thread. The directory
maintains the location of the copies of these elements and
of the processor that has carried out the late binding and
holds the correct virtual to physical memory mapping.

7.5 ISA extensions

In a general VLIW, threaded architecture, one may
implement a network processor by including a few special-
ized, network-specific instructions that facilitate the imple-
mentation of the late binding operations described earlier.

network_load
network_store
These are identical to the standard load and store

instructions with the exception that they cause the net-
worked cache to be searched according to the network tag.
No other cache is searched.

Regular load and store instructions target both the normal 
data cache and the network cache and the network cache is 
searched according to the process tag.

remap message_id, new_process_tag
This instruction remaps the cache line identified by the

message_id to the new process tag. The message_id and
new_process_tag are in registers. The new_process_tag
correspond to the virtual address of the object which is to
receive the message. However, one more mapping must
happen since the cache tags are physical addresses. The
virtual to physical address correspondence is kept in the
TLB and it can be extracted as per the standard mechanism
that is used in a data cache. Observe that if one thinks of
the new_process_tag as the virtual address of the
message_id then a normal store message_id,
new_process_tag will first produce the physical address
corresponding to the new_process_tag which will be used
subsequently to query the data cache and finally, on a cache
hit, write the message_id into the cache line identified.

The proposed remap instruction proceeds identically to
a store until the physical address is produced. Subsequent
to this, the message_ID is used as a key to search the net-
work cache for the presence of the identified message.
Upon a cache hit, the physical address corresponding to the
new_process_tag is written into the ache.

Upon a cache miss, the link translation buffer is queried
based on the message_ID to yield the network_tag and
bring the corresponding cache line into the cache. This
may be done as part of the remap instruction, or it may be
emulated in software depending on its complexity and the
achieved miss rate for the remap operations. The network
tag is reset and one of the processor status bits is set/reset
to indicate the success or failure of the instruction.

8. Conclusions and Future Work
Communication latency adversely affects the perfor-

mance of parallel systems. A significant portion of the soft-
ware communication overhead belongs to a number of
message copying operations. Ideally, it is very desirable to
have a true zero-copy protocol where the message is moved
directly from the send buffer in its user space to the receive
buffer in the destination without any intermediate buffer-
ing. However, this is not always possible as a message may
arrive at the destination where the corresponding receive
call has not been issued yet.

In this paper, we have shown a number of different mes-
sage predictors for the receiver side of communications. By
predicting the receive calls early, a node can perform the
necessary data placement upon message reception and
move the message directly into the processor cache. We
envision these predictors to be used to drain the network
and place the incoming messages in the cache in such a
way so as to increase the probability that the messages will

process virtual 
address

network virtual 
address

message ID physical addressv v
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still be in cache when the consuming thread needs to
access them. We have presented extensions to an ISA and
processor architecture to accommodate late binding with-
out requiring copying of the message and thus achieve
zero-copy communications.

Further issues we are presently investigating include
refinements of the ISA extensions and determination of
adequate cache sizes.
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