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Abstract Recent studies show that MPI processes in real applications could arrive at
an MPI collective operation at different times. This imbalanced process arrival pattern
can significantly affect the performance of the collective operation. MPI_Alltoall()
and MPI_Allgather() are communication-intensive collective operations that are used
in many scientific applications. Therefore, their efficient implementations under dif-
ferent process arrival patterns are critical to the performance of scientific applications
running on modern clusters. In this paper, we propose novel RDMA-based process
arrival pattern aware MPI_Alltoall() and MPI_Allgather() for different message sizes
over InfiniBand clusters. We also extend the algorithms to be shared memory aware
for small to medium size messages under process arrival patterns. The performance
results indicate that the proposed algorithms outperform the native MVAPICH imple-
mentations as well as other non-process arrival pattern aware algorithms when pro-
cesses arrive at different times. Specifically, the RDMA-based process arrival pattern
aware MPI_Alltoall() and MPI_Allgather() are 3.1 times faster than MVAPICH for
8 KB messages. On average, the applications studied in this paper (FT, RADIX, and
N-BODY) achieve a speedup of 1.44 using the proposed algorithms.
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1 Introduction

Most scientific applications are developed on top of the Message Passing Interface
(MPI) [1]. MPI supports both point-to-point and collective communication operations.
Most research on developing and implementing efficient collective communication
algorithms assume all MPI processes involved in the operation arrive at the same time
at the collective call. However, recent research has shown that Process Arrival Pattern
(PAP) for collective operations are adequately imbalanced that will adversely affect the
performance of collective communications [2]. In addition, different collective com-
munication algorithms react differently to process arrival patterns [2]. In this regard,
the authors in [3] have recently proposed process arrival pattern aware MPI-Bcast()
algorithms and implemented them using MPI point-to-point primitives.

InfiniBand [4] has been introduced to support the ever-increasing demand for
efficient communication, scalability, and higher performance in clusters. It supports
Remote Direct Memory Access (RDMA) operations that allow a process to directly
access the exposed memory areas of a remote process. RDMA is a one-sided read,
write, or atomic operation, offloaded to the network interface card. MPI implementa-
tions over RDMA-enabled networks such as InfiniBand are able to effectively bypass
the operating system (OS) overhead and lower the CPU utilization.

In this paper, we take on the challenge to design and efficiently implement pro-
cess arrival pattern aware MPI_Alltoall() and MPI_Allgather() on top of InfiniBand.
In MPI_Alltoall(), each process has a distinct message for every other process. In
MPI_Allgather(), each process sends the same data to all other processes. Both opera-
tions are communication-intensive, and are typically used in linear algebra operations,
matrix multiplication, matrix transpose, and multi-dimensional FFT. Therefore, it is
very important to optimize their performance on emerging multi-core clusters in the
presence of different process arrival patterns.

Our research is along the work in [3], however it has a number of significant differ-
ences. First, the authors in [3] have incorporated control messages in their algorithms
at the MPI layer to make the processes aware of and adapt to the process arrival pattern.
These control messages incur overhead. Our proposed process arrival pattern aware
algorithms instead are RDMA-based, and we use its inherent mechanism for notifica-
tion purposes. Therefore, there are no control messages involved and thus there is no
overhead. Secondly, while [3] is targeted at large messages, we propose and evaluate
two RDMA-based schemes for small and large message. Thirdly, we propose intra-
node process arrival pattern and shared memory aware broadcast and scatter operations
to boost the performance for small messages.

This paper contributes by extending the proposed approach for MPI_Alltoall() in
[5] to MPI_Allgather(). Our performance results indicate that the proposed process
arrival pattern aware MPI_Alltoall() and MPI_Allgather() algorithms perform better
than the native MVAPICH [6] and the traditional Direct and SMP-aware algorithms
when processes arrive at different times. Our shared memory and RDMA-based pro-
cess arrival pattern aware MPI_Alltoall() algorithm is the best algorithm up to 256B
messages and gains up to 3.5 times improvement over MVAPICH. The proposed
RDMA-based process arrival pattern aware MPI_Alltoall() algorithm is the algorithm
of choice for 512 B–1 MB messages; it outperforms the native MVAPICH by a factor
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of 3.1 for 8 KB messages. Our MPI_Allgather() algorithm is also superior to the native
MVAPICH, with an improvement factor of 3.1 at 8 KB for RDMA-based algorithm,
and 2.5 at 1B for shared memory and RDMA-based process arrival pattern aware
algorithm.

The rest of the paper is organized as follows. In Sect. 2, we provide an overview of
InfiniBand and ConnectX [7] from Mellanox Technologies, and the implementation
of MPI_Alltoall() and MPI_Allgather() algorithms in MVAPICH. Section 3 discusses
the motivation behind this work by presenting the performance of these collectives
in MVAPICH when processes arrive at random times. Section 4 presents our pro-
posed process arrival pattern aware MPI_Alltoall() and MPI_Allgather() algorithms.
Section 5 discusses our experimental framework. In Sect. 6, the performance of the
proposed algorithms on a four-node two-way dual-core cluster is presented. Related
work is discussed in Sect. 7. Section 8 concludes the paper.

2 Background

InfiniBand [4] is an I/O interconnection technology consisting of end nodes and
switches managed by a central subnet-manager. End nodes use Host Channel Adapters
(HCAs) to connect to the network. InfiniBand verbs form the lowest level of software
to access the InfiniBand protocol-processing engine offloaded to the HCA. The verbs
layer has queue-pair based semantics, in which processes post send or receive work
requests to send or receive queues, respectively.

InfiniBand supports both the channel semantics (send-receive) and the memory
semantics (using RDMA operations). RDMA allows data to be transferred directly
from the memory of the local node over the network to the memory of a remote node
without CPU intervention. RDMA operations are one-sided operations and do not
incur software overhead at the remote side. The host CPU is only involved for setup
and completion signaling. RDMA in concert with kernel bypass mechanism elimi-
nates intermediate copying across buffers, thereby effectively saving CPU cycles and
memory bandwidth and improving the communication latency. Figure 1 shows an
RDMA Write data transfer (shown in blue) in comparison to a traditional kernel-level
data transfer (shown in red).

RDMA-based communication requires the source and destination buffers to be
pinned down by the OS, and registered with the HCA, to avoid swapping memory
buffers before the DMA engine can access them. The registration process is a costly
operation. It generates a local and a remote key. A process provides appropriate per-
missions to access its memory by giving the remote key to the remote HCA. The
sender process starts RDMA by posting RDMA descriptors containing the local data
source addresses, the remote destination address and the remote key. The sender can
check the completion of an RDMA operation through completion queues (CQs). A
CQ contains the completed work requests that were posted to Work Queues.

ConnectX [7] is the most recent generation of HCAs by Mellanox Technologies.
Its architecture includes a stateless offload engine for protocol processing. ConnectX
improves the processing rate of incoming packets by having hardware schedule the
packet processing directly. This technique allows the ConnectX to have a better
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Fig. 1 RDMA Write vs. traditional host-based data transfer

performance for processing simultaneous network transactions. In addition to the stan-
dard InfiniBand features, ConnectX supports a number of additional functionalities.
Using the Virtual Protocol Interconnect (VPI) [8], the dual-port ConnectX cards can
be programmed to operate simultaneously in both 10GigE and InfiniBand modes. In
this work, however, we are only concerned with the InfiniBand mode of the ConnectX
on one of its ports.

In MVAPICH [6], point-to-point and some MPI collective communications have
been implemented directly using RDMA operations. However, MPI_Alltoall() uses
the two-sided MPI send and receive primitives, which transparently uses RDMA.
Different alltoall algorithms are employed for different message sizes: the Bruck [9]
algorithm for small messages, the Recursive-Doubling [10] algorithm for large mes-
sages and power of two number of processes, and the Direct [10] algorithm for large
messages and non-power of two number of processes.

MVAPICH implements the Recursive-Doubling algorithm for MPI_Allgather() for
power of two number of processes directly using RDMA operations. No shared mem-
ory operation is used in this approach. An MPI send-receive approach is used for any
other number of processes. Based on the message size, the RDMA-based approach
uses two different schemes: (1) a copy-based approach for small messages into a pre-
registered buffer to avoid buffer registration cost, and (2) a zero-copy method for large
messages, where the cost of data copy is prohibitive [11].

3 Motivation

In this section, we first show that indeed MPI processes arrive at different times at col-
lective calls on our platform (please refer to Sect. 5 for our experimental framework).
Then, we present the impact of this skew time on the performance of MVAPICH
MPI_Alltoall() and MPI_Allgather().
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3.1 Process Arrival Pattern

To show the arrival pattern of MPI processes in the applications, we use the average-
case imbalance factor and the worst-case imbalance factor metrics that were originally
defined in [3]. The larger these metrics, the more imbalanced the arrival pattern of MPI
processes at the collective calls in the applications. For the sake of completeness, we
describe these metrics [3] in the following.

Let n processes,p0, . . . , pn−1 be involved in a collective operation. Figure 2 shows
an example for four processes. ai represents the arrival time of pi , and ei represents
the time when pi exits the collective. Let di be the time difference between each pro-
cess’s arrival time ai and the average arrival time ā. The average arrival time ā, the
average-case imbalance time d̄ , and the worst-case imbalance time θ are defined in
(1), (2), and (3), respectively.

ā = a0 + . . . + an−1

n
(1)

di = |ai − ā|
d̄ = d0 + . . . + dn−1

n
(2)

θ = maxi {ai } − mini {ai } (3)

The average-case imbalance factor d̄
T and the worst-case imbalance factor θ

T are
defined as the average-case imbalance time and the worst-case imbalance time nor-
malized over the time it takes to communicate a message (the size of this message is
equal to the collective payload).

To investigate the PAP behavior of MPI collectives in real applications on our
platform, we have developed a profiling tool using the MPI wrapper facility. Using
MPI_Wtime(), the wrapper records the arrival and exit times for each collective. An
MPI_Barrier() operation is used in the MPI initialization phase in MPI_Init() to syn-
chronize all the processes.

Fig. 2 Process arrival pattern for four processes
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Table 1 The average-case and the worst-case imbalance factors for NPB FT, LU, MG, and N-BODY and
RADIX benchmarks running with 16 processes

Major routine Number of
calls

Average message
size (bytes)

Average-case
imbalance
factor

Worst-case
imbalance
factor

FT (class B) Alltoall 22 2,097,152 597 1,812

Reduce 20 16 438,701 1,460,811

FT (class C) Alltoall 22 8,388,608 614 1,871

Reduce 20 16 1,888,964 5,732,913

LU (class B) Allreduce 9 22 56,033 163,523

Bcast 10 10 2,799 9,553

LU (class C) Allreduce 9 22 118,695 388,537

Bcast 10 10 11,519 32,938

MG (class B) Allreduce 12 89 9,101 2,917

MG (class C) Allreduce 12 89 162,146 560,769

N-BODY Allgather 36 112 2,660 23,112

RADIX Allgather 3 2,732 29,829 80,223

We have chosen several benchmarks from NAS Parallel Benchmarks (NPB), ver-
sion 2.4 [12], as well as RADIX and N-BODY applications [17]. The average-case
imbalance factor and worst-case imbalance factor results for the applications run-
ning with 16 processes are shown in Table 1. The results show that the averages-case
and worst-case imbalance factors for all applications are quite large. For the larger
class C, the imbalance factors are even larger. The gathered results on our platform
confirm previous studies in [2,3] that processes arrive at collective sites at different
times.

3.2 Impact of Process Arrival Pattern on Collectives

To show how the native MVAPICH MPI_Alltoall() and MPI_Allgather() perform on
our platform under random PAP, we use a micro-benchmark where processes first syn-
chronize using an MPI_Barrier(). Then, they execute a random computation before
entering the MPI_Alltoall() and MPI_Allgather() operations. The random computa-
tion time is bounded by a maximum value, maximum imbalanced factor (MIF) [3]
times the time it takes to send a message (the size of the message is equal to the
collective payload).

To get the performance of MPI_Alltoall() and MPI_Allgather(), a high-resolution
timer is inserted before and after these operations. The completion time is reported as
the average execution time across all the processes. Figures 3 and 4 present the perfor-
mance of MVAPICH MPI_Alltoall() and MPI_Allgather() when MIF is 1, 32, 128 and
512, respectively. Clearly, the completion time is greatly affected by the increasing
amount of random computation. The results confirm that the PAP can have a significant
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Fig. 3 Completion time of MVAPICH MPI_Alltoall under different process arrival patterns

Fig. 4 Completion time of MVAPICH MPI_Allgather under different process arrival patterns

impact on the performance of collectives. It is therefore crucial to design and imple-
ment PAP aware collective algorithms to improve the performance of the collectives,
and subsequently the performance of the applications that use them frequently.
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4 The Proposed Process Arrival Pattern Aware MPI_Alltoall()
and MPI_Allgather()

In this section, we propose our PAP aware algorithms for MPI_Alltoall() and MPI_
Allgather(). Our algorithms are based on the Direct and the SMP-aware Direct allgath-
er (and alltoall) algorithms proposed in [13]. The basic idea in the algorithms is to let
the early-arrived processes do as much work as possible. One critical issue in our PAP
aware algorithms is how to let every other process know who has already arrived at the
collective call. Previous work on PAP aware MPI_Bcast() [3] has introduced control
messages that would add extra overhead, especially for small messages. However, in
this work we do not send distinct control messages and instead we utilize the inherent
features of RDMA-based communication to notify the arrival of a process.

4.1 Notification Mechanisms for Early-Arrival Processes

The basic idea in our PAP aware algorithms is for each process to send its distinct data
to the already-arrived processes as soon as possible. It is therefore very important to
have an efficient mechanism in place to inform others of the early-arrival processes.
For this, we have devised two different notification mechanisms for zero-copy and
copy-based schemes used in RDMA-based communications in MPI implementations.
These notification mechanisms do not incur any communication overhead.

In the zero-copy approach, where the cost of data copy is prohibitive for large
messages, the application buffers are registered to be directly used for data transfer.
However, for an RDMA Write message transfer to take place each source process needs
to know the addresses of the remote destination buffers. For this, each process will
advertise its registered destination buffer addresses to all other processes by writing
into their pre-registered and pre-advertised control buffers. This inherent destination
address advertisement mechanism can be interpreted as a control message to indicate
a process has arrived at the collective call. Therefore, processes can poll their control
buffers to understand which other process has already arrived at the collective call.

To avoid the high cost of application buffer registration for small messages, the
copy-based technique involves a data copy to pre-registered and pre-advertised inter-
mediate data buffers at both send and receive sides. The sending process can copy its
messages to the pre-registered intermediate destination buffers using RDMA Write.
Therefore, the received data in the pre-registered intermediate destination buffer can
be used as a signal that the sending process has already arrived at the site. This can be
checked out easily by polling the intermediate destination buffer.

In the following, we first propose RDMA-based PAP aware MPI_Alltoall() and
MPI_Allgather() algorithms, and then extend them to be shared memory aware for
better performance for small messages.

4.2 RDMA-Based Process Arrival Pattern Aware Alltoall

Our base algorithm is the Direct alltoall algorithm. Let N be the total number of
processes involved in the operation. In this algorithm, at step i , process p sends its
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Fig. 5 Pseudo-code for the RDMA-based process arrival pattern aware MPI_Alltoall

message to process (p + i) mod N , and receives from (p – i) mod N . To implement
this algorithm, each processes p first posts its RDMA Writes to all other processes in
sequence (after it receives the destination buffer addresses). It then polls the comple-
tion queues to make sure its messages have been sent to all other processes. Finally it
waits to receive the incoming messages from all processes.

The pseudo-code for the RDMA-based PAP Aware MPI_Alltoall() algorithm is
shown in Fig. 5. For the zero-copy scheme, each process p polls its control buffers for
the advertised remote destination buffer addresses starting from process (p + i) mod
N . It then sends its data to the final destination buffers of the early-arrived processes
using RDMA Write. Subsequently, it waits for the remaining processes to arrive in
order to send its messages to them. Finally, each process waits for all incoming mes-
sages by polling its own destination buffers. The beauty of this PAP aware algorithm
over the non-PAP aware algorithm is that a sending process will never get stuck for a
particular process to arrive in order to proceed with the next message transfer.

Under the copy-based scheme, each process p polls its intermediate destination
buffers, starting from process (p – i) mod N . Any received data indicates that the
corresponding process has already arrived. The process p then copies its messages
using RDMA Write to all early-arrived processes. It then sends its data to the rest of
processes who have not yet arrived. All processes also need to wait to receive messages
from all other processes into their intermediate buffers, and then copy them to their
final destination buffers.

4.3 RDMA-Based Process Arrival Pattern Aware Allgather

The RDMA-based PAP Aware MPI_Allgather() algorithm, based on the Direct all-
gather algorithm, is similar to the MPI_Alltoall() algorithm described in Sect. 4.2. We
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have used the same notification mechanisms for zero-copy and copy-based schemes
used in RDMA-based communications. The pseudo-code for the RDMA-based PAP
Aware MPI_Allgather() algorithm is the same as the one shown for MPI_Alltoall()
in Fig. 5. The only difference is that in the MPI_Allgather() operation, each process
sends the same data to every other process, while in the MPI_Alltoall() operation there
is a unique data from each process to every other process.

4.4 RDMA-Based Process Arrival Pattern and Shared Memory Aware Alltoall

The emerging high-performance clusters use multi-socket multi-core computing
nodes. Such systems are hierarchical in nature in the sense that the cost of com-
munication is different in each layer. For instance, communication between two cores
on different nodes is costlier than the communication between two cores on the same
node. Traditionally, collective algorithms have been designed for flat systems (having
only one level of hierarchy) and executed across all processes in the system. For the
emerging multi-core clusters, hierarchical algorithms are desirable where they can be
performed across the nodes/sockets rather than the processes. Such algorithms are
typically divided up into a number of phases to take advantage of the hierarchical
communication costs as well as the availability of multiple cores on each node and
modern interconnects [13,15].

Up to this point, we have utilized the RDMA features of a modern InfiniBand
cluster along with PAP awareness in an effort to improve the performance of MPI_
Alltoall(). Previous research has shown that shared memory intra-node communi-
cation can improve the performance of collectives for small to medium messages
[13–15]. It is interesting to see how shared memory intra-node communication might
affect the performance under different PAP. For this, we propose an SMP-aware and
RDMA-based PAP aware MPI_Alltoall() algorithm, shown in Fig. 6.

The algorithm in Phase 1 and Phase 3 takes advantage of the faster shared mem-
ory intra-node collective communications for small to medium messages. A Master
process is selected for each node (without loss of generality, the first process in each
node). In Phase 1, the Master process on each node gathers all the messages from
the local processes destined to all other processes in a shared buffer [13]. Each pro-
cess has a shared memory flag. Local processes concurrently copy their data, using
memcpy(), to the corresponding locations in the shared buffer, and then set their own
shared memory flags. The Master process polls on all the shared memory flags and
will move on to the PAP aware Phase 2 once all flags are set. Phase 1 cannot be PAP
aware because the Master process has to wait for all intra-node messages to arrive into
the shared buffer.

Phase 2 is the same as the algorithm proposed in Sect. 4.2, but it is performed only
among the Master processes. The Master processes participate in an inter-node PAP
aware alltoall algorithm where each Master process exchanges the data gathered in
Phase 1 with all other Master processes over the network.

In Phase 3, an intra-node shared memory and PAP aware scatter is done. Because
the Master processes may arrive in Phase 2 at different times, this awareness can be
passed on to Phase 3 by allowing the intra-node processes to copy their destined data
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Fig. 6 Pseudo-code for the RDMA-based process arrival pattern and shared memory aware MPI_Alltoall

available in the shared buffer to their final destinations without having to wait for data
from all other Masters to arrive.

In a shared memory but non-PAP aware Phase 3, a Master process waits to receive
the data from all other Master processes. It then copies them all to a shared buffer and
sets a shared done flag. All other intra-node processes poll on this flag, and once set
they start copying their own data from the shared buffer to their final destinations.

In a shared memory and PAP aware Phase 3, we consider multiple shared done
flags, one for data from each Master process (four flags in our 4-node cluster). As
soon as a Master process receives data from any other Master process, it copies it to
the shared buffer and then sets the associated done flag. All other intra-node processes
poll on all done flags, and as soon as any partial data is found in the shared buffer they
copy them out to their final destination buffers.

4.5 RDMA-Based Process Arrival Pattern and Shared Memory Aware Allgather

Similar to the MPI_Alltoall() algorithm proposed in Sect. 4.4, we propose an SMP-
aware and RDMA-based PAP aware MPI_Allgather() algorithm, shown in Fig. 7.
Phase 1 is similar to the Phase 1 of the MPI_Alltoall() algorithm in Fig. 6 but with less
data movements, because in an allgather collective each process has the same message
for all other processes. Phase 2 employs the same MPI_Allgather() algorithm proposed
in Sect. 4.3, but only among the Master processes. The Master processes participate
in an inter-node PAP aware allgather algorithm where each Master process exchanges
the data gathered in Phase 1 with all other Master processes over the network. In Phase
3, an intra-node shared memory and PAP aware broadcast operation is done instead of
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Fig. 7 Pseudo-code for the RDMA-based process arrival pattern and shared memory aware MPI_Allgather

a scatter operation as in MPI_Alltoall() in Sect. 4.4, again because each process has
the same message for all other processes.

5 Experimental Framework

The experiments were conducted on a 4-node dedicated multi-core SMP cluster, where
the nodes are connected by an InfiniBand interconnect. Each node has a two-port Mel-
lanox ConnectX HCA installed on an x8 PCI-Express slot. Our experiments were done
using only one port of the HCA operating in InfiniBand mode. More information about
our experimental framework can be found in Table 2.

Table 2 Experimental framework

Experimental framework

Computing nodes 4 Dell PowerEdge 2850s, Two-way 2.8 GHz dual-core Intel Xeon
EM64T (2 MB L2/core), 4GB DDR-2 SDRAM

Interconnect Mellanox ConnectX DDR HCA, Mellanox 24-port MT47396
Infiniscale-III switch

Operating system and software stack Fedora Core 5, Kernel 2.6.20, OpenFabrics Enterprise Distribution
(OFED-1.2.5) [16]

MPI implementation MVAPICH-1.0.0-1625
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6 Experimental Results

In this section, we present the performance results of the proposed algorithms, the
RDMA-based PAP aware Direct (PAP_Direct) MPI_Alltoall() and MPI_Allgath-
er(), and RDMA-based PAP and Shared memory aware Direct (PAP_Shm_Direct)
MPI_Alltoall() and MPI_Allgather(), and compare them with the non-PAP aware
RDMA-based Direct (Direct) and RDMA-based and Shared memory aware Direct
(Shm_Direct) algorithms as well as with the native MVAPICH on our
cluster.

We have evaluated the proposed algorithms using both copy-based and zero-copy
techniques for 1 B–1 MB messages. The results shown in this section are the best
results of the two schemes for each algorithm. We use a cycle-accurate timer to record
the time spent in the collectives (1,000 iterations) for each process, and then calculate
the average latency across all processes.

6.1 MPI_Alltoall() Micro-benchmark Results

Figure 8 compares the PAP aware MPI_Alltoall() algorithms with the native MVAP-
ICH implementation and non-process arrival pattern aware versions, with MIF equal
to 32 and 512. Clearly, the PAP aware algorithms, PAP_Direct and PAP_Shm_Direct,
are better than their non-PAP aware counterparts for all message sizes. This shows that
indeed such algorithms can adapt themselves well with different PAP. Our algorithms
are also superior to the native MVAPICH, with an improvement factor of 3.1 at 8 KB
for PAP_Direct and 3.5 at 4 B for PAP_Shm_Direct, with MIF equal to 32. With a
larger MIF of 512, the improvements are 1.5 and 1.2, respectively.

Comparing the PAP_Shm_Direct with PAP_Direct, one can see that the
PAP_Shm_Direct is the algorithm of choice for up to 256 bytes for MIF equal to
32. However, this is not the case for MIF of 512 where processes may arrive at the
call with more delay with respect to each other. This shows that the SMP version of
our process arrival pattern algorithm introduces some sort of implicit synchroniza-
tion in Phase 1 that may degrade its performance under large maximum imbalanced
factors.

To evaluate the scalability of the algorithms, we compare the performance of the
PAP_Direct MPI_Alltoall() with those of MVAPIVH and Direct algorithm for 4, 8,
and 16 processes, as shown in Fig. 9 (shared memory algorithms are not shown due to
limited data points). One can see that the proposed PAP aware algorithm has scalable
performance and is always superior to the non-PAP aware algorithms. We have found
similar results for other MIFs and messages sizes.

In the previous micro-benchmark, the arrival time of each process is random. In
another micro-benchmark, we control the number of late processes. In Fig. 10, we
present the MPI_Alltoall() results for MIF equal to 128 when 25 or 75% of processes
arrive late. Our proposed algorithms are always better than their counterparts for the
25% case, and mostly better in the 75% case. The PAP_Shm_Direct alltoall is always
better than MVAPICH, although with a less margin in the 75% case.
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Fig. 8 Performance of the proposed MPI_Alltoall, 16 processes on a 4-node, 16-core cluster

6.2 MPI_Allgather() Micro-Benchmark Results

The MPI_Allgather() results are shown in Fig. 11 through Fig. 13. They are also the
best results of the two schemes for each algorithm. Figure 11 compares the PAP aware
MPI_Allgather() algorithms with the native MVAPICH implementation and non-PAP
aware version, with MIF equal to 32 and 512. The PAP aware MPI_Allgather() algo-
rithms, PAP_Direct and PAP_Shm_Direct, are better than their non-process arrival
pattern aware counterparts for all message sizes. This shows that such algorithms can
improve performance for different collective operations. Our algorithm is also superior
to the native MVAPICH, with an improvement factor of 3.1 at 8 KB for PAP_Direct
and 2.5 at 1B for PAP_Shm_Direct, with MIF equal to 32. With a larger MIF of 512,
the improvement is 1.3 and 1.2, respectively.

Comparing the PAP_Shm_Direct with PAP_Direct, the PAP_Shm_Direct is the
algorithm of choice up to 1 KB for MIF equal to 32. This is better than the one achieved
by MPI_Alltoall(). The reason is that MPI_Alltoall() has more shared memory data
movements than MPI_Allgather(). For MIF of 512, PAP_Shm_Direct and Shm_Direct
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Fig. 9 MPI_Alltoall scalability

perform much better than the other algorithms up to 32 KB. This indicates that shared
memory implementation can speed up MPI_Allgather() greatly. The performance of
PAP_Shm_Direct and Shm_Direct are very close to the results when MIF is equal
to 512. This indicates that the SMP version of the algorithm introduces some sort of
implicit synchronization, which may degrade its performance under large maximum
imbalanced factors.

We compare the scalability performance of the PAP_Direct MPI_Allgather() with
those of MVAPIVH and Direct algorithm for 4, 8, and 16 processes, as shown in
Fig. 12. The PAP algorithm performs better for large message size. The proposed
PAP aware algorithm has scalable performance and is always superior to the non-PAP
aware algorithms.

In Fig. 13, we present the MPI_Allgather() results for MIF equal to 128 when 25
or 75% of processes arrive late. Our PAP_Direct MPI_Allgather() algorithm is always
better than its counterpart for the 25% case, and for messages larger than 4 KB in
the 75% case. The PAP_Shm_Direct MPI_Allgather() algorithm is very close to its
counterpart for both cases, and it is the best algorithm up to 8Kbyes for 25% case and
2 KB for 75% case.

6.3 Application Results

In this section, we consider the FT application benchmark from NPB, version 2.4 [12],
and N-BODY and RADIX [17] applications to evaluate the performance and scalability
of the proposed PAP aware MPI_Alltoall() and MPI_Allgather() algorithms. Unlike
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Fig. 10 Performance of the proposed MPI_Alltoall with 25 and 75% late processes

the other NPB benchmarks, FT uses MPI_Alltoall() as well as a few other collective
communications. We have experimented with class B and C of FT, running with dif-
ferent number of processes, which use payloads larger than 2 MB. Table 3 shows the
PAP aware MPI_Alltoall() speedup over the native MVAPICH and the Direct algo-
rithms for FT running with 4, 8, and 16 processes. Clearly, the proposed algorithm
outperforms the conventional algorithms. The results also show that the PAP aware
MPI_Alltoall() has a modest scalability as the speedup improves with the increasing
number of processes.

NPB benchmarks do not use MPI_Allgather(). On the contrary, N-BODY and
RADIX mainly use MPI_Allgather() with relatively small message sizes, 4 KB for
RADIX and mostly 64 B for NBODY (some with less than 1 KB payload). Therefore,
the best choice will be the PAP_Shm_Direct algorithm. Table 4 shows the speedup
of the SMP version of PAP aware MPI_Allgather() over the native MVAPICH and
the SMP version of Direct algorithms for N-BODY and RADIX running with 4, 8,
and 16 processes. The proposed PAP aware algorithm in most cases outperforms the
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Fig. 11 Performance of the proposed MPI_Allgather, 16 processes on a 4-node, 16-core cluster

Table 3 PAP_Direct MPI_Alltoall() speedup over native MVAPICH and the Direct algorithms for NPB
FT running with different number of processes and classes

Speedup over native MVAPICH algorithm Speedup over direct algorithm

FT (class B) FT (class C) FT (class B) FT (class C)

4 Processes 1.08 1.01 1.16 1.04

8 Processes 1.10 1.04 1.04 1.14

16 Processes 1.14 1.17 1.42 1.63

conventional algorithms, and the improvement increases with larger number of pro-
cesses. RADIX has a speedup of less than one for four processes, but with larger
number of processes it achieves up to 62% speedup over the native implementation.
N-BODY outperforms conventional shared memory Direct algorithms with 16 pro-
cesses.
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Fig. 12 MPI_Allgather scalability

Table 4 PAP_Shm_Direct MPI_Allgather() speedup over native MVAPICH and the shared memory aware
Direct algorithms for N-BODY and RADIX running with different number of processes

Speedup over native MVAPICH algorithm Speedup over Shm_direct algorithm

N-BODY RADIX N-BODY RADIX

4 Processes 1.01 0.92 0.97 1.11

8 Processes 1.03 1.53 0.92 1.19

16 Processes 1.52 1.62 1.31 1.22

7 Related Work

Study of collective communications has been an active area of research. Thakur et al.
[10] discussed recent collective algorithms used in MPICH [18]. They have shown
some algorithms perform better depending on the message size and the number of
processes involved in the operation. In [19], Vadhiyar et al. introduced the idea of
automatically tuned collectives in which collective communications are tuned for a
given system by conducting a series of experiments on the system. Both [10,19] used
MPI point-to-point communications to implement their algorithms.

Buntinas et al. [20] used different mechanisms to improve large data transfers in
SMP systems. On collectives for SMP clusters and large SMP nodes, Sistare et al.
presented new algorithms taking advantage of high backplane bandwidth of shared
memory systems [21]. A leader-based scheme was proposed in [22] to improve the
performance of broadcast over InfiniBand. In [23], Wu et al. used MPI point-to-
point across the network and shared memory within the SMP node to improve the
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Fig. 13 Performance of the proposed MPI_Allgather with 25 and 75% late processes

performance of a number of collectives. In [24], Traff devised an optimized allgath-
er algorithm for SMP clusters. Ritzdorf and Traff [25] used similar techniques in
enhancing NEC’s MPI collectives.

In [14], Tipparaju et al. overlapped the shared memory and remote memory access
communications in devising collectives for IBM SP. Sur et al. [26] proposed RDMA-
based alltoall algorithms for InfiniBand clusters. Mamidala et al. [27] designed all-
gather over InfiniBand using shared memory for intra-node and single-port Recursive
Doubling algorithm for inter-node communication via RDMA. Mamidala et al. [28]
recently evaluated Intel’s Clovertown and AMD’s Opteron multi-core architectures
and used the gained insights to develop efficient collective operations. Qian and Afsahi
proposed efficient RDMA-based and shared memory aware all-gather at the Elan-level
over multi-rail QsNetIIclusters [13], and RDMA-based and multi-core aware all-gather
on ConnectX InfiniBand clusters utilizing its multi-connection capabilities [15].

Most research, including the aforementioned papers, on developing and implement-
ing efficient collective communication algorithms assume all MPI processes involved
in the operation arrive at the same time at the collective call. However, recent studies
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[2,3] have shown that processes in real applications can arrive at the collective calls
at different times. This imbalanced process arrival pattern can significantly affect the
performance of the collective operations [2]. In addition, it has been found that differ-
ent collective communication algorithms react differently to PAP [2]. In this regard,
the authors in [3] have recently proposed PAP aware broadcast algorithms and imple-
mented them using MPI point-to-point primitives. Our work in this study is along
this line of thoughts, however it considered more communication-intensive collec-
tive operations such as allgather and alltoall, and devised RDMA-based and shared
memory aware algorithms that introduced no overhead.

8 Conclusions

MPI_Alltoall() and MPI_Allgather() are two of the most communication-intensive
primitives in MPI. Imbalanced PAP has an adverse impact on their performance. In
this work, we proposed RDMA-based PAP aware MPI_Alltoall() and MPI_Allgath-
er() algorithms, and extended them to be shared memory aware without introducing
any extra control messages.

The performance results indicate that the proposed PAP aware MPI_Alltoall() and
MPI_Allgather() algorithms perform better than the native MVAPICH and the tra-
ditional Direct and SMP-aware algorithms when processes arrive at different times.
They also improve the communication performance in the applications studied. The
performance results also suggest that the algorithms proposed will most likely achieve
higher speedup when running on larger clusters.

While this study was focused at MPI_Alltoall() and MPI_Allgather(), the approach
can be directly extended to other collectives. The proposed techniques can be applied to
other alltoall and allgather algorithms such as Bruck or Recursive Doubling. However,
one has to bear in mind that due to synchronization between different steps of these
algorithms they may not achieve the highest performance as in the Direct algorithm
used in this study.
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