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A	synapse	is	a	junction	between	two	biological	neurons,	and	the	strength,	or	weight	of	the	
synapse,	 determines	 the	 communication	 strength	 between	 the	 neurons.	 Building	 a	
neuromorphic	 (i.e.	 neuron	 isomorphic)	 computing	 architecture,	 inspired	 by	 a	 biological	
network	or	brain,	requires	many	engineered	synapses.	Furthermore,	recent	investigation	in	
neuromorphic	 photonics,	 i.e.	 neuromorphic	 architectures	 on	 photonics	 platforms,	 have	
garnered	much	interest	to	enable	high-bandwidth,	low-latency,	low-energy	applications	of	
neural	 networks	 in	 machine	 learning	 and	 neuromorphic	 computing.	 We	 propose	 a	
graphene-based	 synapse	model	 as	 a	 core	 element	 to	 enable	 large-scale	 photonic	 neural	
networks	based	on	on-chip	multiwavelength	techniques.	This	device	consists	of	an	electro-
absorption	modulator	embedded	in	a	microring	resonator.	We	also	introduce	an	encoding	
protocol	that	allows	for	the	representation	of	synaptic	weights	on	our	photonic	device	with	
15.7	 bits	 of	 resolution	 using	 current	 control	 hardware.	 Recent	 work	 has	 suggested	 that	
graphene-based	modulators	could	operate	in	excess	of	100	GHz.	Combined	with	our	work,	
such	a	graphene-based	synapse	could	enable	applications	for	ultrafast	and	online	learning.	

INTRODUCTION	

The	representation	of	digital	information	in	analog	hardware	is	marking	a	
milestone	 in	 the	 history	 of	 information	 processing.	 The	 benefits	 of	 analog	
architectures	 for	 accelerating	 artificial	 intelligence	 (AI)	 applications	 are	
considerable.	 Among	 these	 advantages,	 we	 highlight	 the	 possibility	 of	 designing	
brain-inspired	physical	circuits,	with	which	we	can	solve	AI	tasks	more	efficiently.	
The	digital	 language	and	the	von	Neumann	architecture	have	proven	inefficient	 in	
solving	problems	that	are	suited	for	parallel	processing.	For	example,	the	training	for	
Google's	 state-of-the-art	 large-scale	 language	 model	 BERT	 (110M	 parameters)	



requires	4	days	using	16	TPUv2,	which	corresponds	to	12,041.51W	and	1,438	lbs	of	
CO2	 emissions	 (equivalent	 to	 a	 trans-American	 flight)	 [1].	 Such	 limitations	 can	be	
overcome	through	the	implementation	of	photonic	analog	processing	on	integrated	
circuits	with	small	footprint,	high-speed	and	low	power	consumption	[2-7].	

A	scalable	photonic	architecture	for	parallel	processing	can	be	achieved	by	
using	 on-chip	 wavelength	 division	 multiplexed	 (WDM)	 techniques	 [4,8],	 in	
conjunction	 with	 banks	 of	 tunable	 filters,	 i.e.	 photonic	 synapses,	 that	 implement	
weights	on	signals	encoded	onto	multiple	wavelengths.	Tuning	a	given	filter	on	and	
off	resonance	changes	the	transmission	of	each	signal	through	that	filter,	effectively	
multiplying	the	signal	with	a	desired	weight	in	parallel.	Silicon	microring	resonators	
(MRRs)	 cascaded	 in	 series	 have	 demonstrated	 fan-in	 and	 indefinite	 cascadability	
[5,9]	which	make	 them	 ideal	 as	 on-chip	 synaptic	weights	with	 small	 footprint.	 In	
previous	approaches,	synaptic	weights	were	defined	by	thermally	tuning	the	MRR	
resonance	 frequency	 by	 changing	 the	 effective	 refractive	 index;	 however,	 this	
approach	has	been	associated	with	spectral	cross-talk	when	cascading	many	MRRs	
in	series,	and	poses	a	problem	for	repeatability	and	control	[10].	Alternatively,	Mach-
Zehnder	 interferometers	 (MZIs)	 and	 resistive	 crossbar	 arrays	 have	 been	 used	 to	
model	synaptic-like	connections	of	physical	neurons,	 in	photonics	and	electronics,	
respectively	(see	[11]	and	Refs.	therein).	However,	these	approaches	are	incapable	of	
having	many	independent	channels	coexisting	in	a	single	waveguide	or	path,	and	thus	
the	information	density	on-chip	is	greatly	reduced.	

Here,	we	propose	a	graphene-based	synapse	model	as	a	core	element	of	a	
multiwavelength	 photonic	 neural	 network.	 By	 combining	 silicon	 photonics	 and	
waveguide-integrated	graphene,	our	synapse	design	is	an	efficient	device	for	analog	
neuromorphic	 computing,	 which	 has	 the	 properties	 of	 being	 fully	 tunable,	
broadband,	and	has	high-speed	operation.	Our	device	is	composed	of	a	monolayer	
graphene	integrated	on	a	silicon	MRR.	Tuning	the	Fermi	level	of	the	graphene	sheet	
affects	the	absorption	of	light	[12]	which	changes	the	critical	coupling	condition	of	
the	MRR	affecting	the	transmission	through	it	[13].		

Based	on	numerical	simulations,	our	study	compares	 the	graphene-based	
photonic	synapse	with	MRR-based	index	tuned	synapses	[14,15],	and	we	determine	
its	possible	advantages	for	analog	AI	hardware.	Absorptive	tuning	offers	advantages	
over	 index	 tuning	 synapses	 for	 two	 main	 reasons:	 it	 (1)	 alleviates	 challenges	
associated	with	spectral	cross-talk	between	optical	transmission	tails	when	encoding	
information	 [10],	and	(2)	 relaxes	 the	 trade-off	between	MRR	Q-factor,	and	weight	
control	and	stabilization	[15].	These	advantages	are	both	achieved	by	foregoing	the	
on	and	off	resonance	tuning	methodology.	This	means	that	(1)	the	transmission	tail	
overlap	 does	 not	 change	 dynamically	 during	 tuning	 and	 (2)	 high	 Q-factor	
transmission	peaks	can	be	used	without	needing	to	control	for	the	steepness	of	the	
peak.	Both	these	allow	for	increasing	the	number	of	channels	(neurons)	by	squeezing	
more	 channels	 within	 a	 free-spectral	 range	 of	 MRRs.	 A	 graphene-based	 synapse	
possesses	 several	 other	 important	 advantages	 that	 are	 particularly	 useful	 in	 the	
context	of	processing,	including	picosecond	response	time	(useful	to	enable	ultrafast	
and	 online	 learning),	 wide	 operation	 spectrum	 that	 ranges	 from	 1.3	 to	 1.64	 µm	
(useful	for	WDM	networks	and	scalability),	and	a	tunable	modulation	depth	[12].	

TUNABLE	PHOTONIC	SYNAPSES	

Photonic	synapses	based	on	the	incoherent	approach	[15,16]	are	typically	
modelled	by	add-drop	MRRs.	MRRs	are	devices	capable	of	trapping	light	at	certain	
frequencies	at	which	they	resonate,	according	to	their	physical	characteristics.	As	can	



be	seen	in	Fig.	1(a),	add-drop	MRRs	are	devices	composed	of	a	ring	and	two	adjacent	
bus	waveguides	(width	500	nm).	The	resonance	frequency	can	be	obtained	from	the	
wavelength	equation	lR	=	2pRneff/m,	where	R	is	the	radius	of	the	ring	and	neff	is	the	
effective	refractive	index.	The	ring	is	on	resonance	when	the	wavelength	of	the	light	
fits	a	whole	number	m	of	times	inside	the	ring.	By	tuning	this	amount	of	light,	it	is	
possible	to	represent	different	weight	values	using	a	single	device.		

	

Figure	1.	Schematic	diagram	of	 the	 (a)	add-drop	MRR,	 (b)	N-doped	photoconductive	heater	and	(c)	 the	graphene-based	

electro-absorption	modulator.	

A	wide	variety	of	synaptic	weights	can	be	represented	by	an	MRR	through	
the	thermal	tuning	of	the	waveguide	refractive	index,	neff.	In	Fig.	1(b),	we	show	the	
layout	 of	 an	 in-resonator	 photoconductive	 heater	 (IRPH)	 [14,	 15]	 that	 can	 be	
embedded	in	the	MRR.	The	heater	is	completely	designed	with	silicon	on	top	of	SiO2,	
with	two	n-doped	regions	around	the	waveguides	that	 layout	 the	ring	(750	nm	of	
separation).		By	applying	voltage	on	the	aluminium-based	contacts,	we	can	thermally	
tune	the	waveguide	by	lowering	the	electrical	resistance	across	it.	As	the	doping	in	
the	waveguide	core	is	low	enough	to	allow	for	low-loss,	the	low	resistance	enables	
the	IRPH	to	function	as	a	thermo-optic	tuner.	Such	thermal	index	tuning	methodology	
has	demonstrated	 to	be	highly	efficient,	however	 it	has	been	also	associated	with	
spectral	cross-talk	when	cascading	many	n-doped	MRRs	in	series,	posing	a	problem	
for	repeatability	and	control.	

We	propose	the	use	of	a	different	method	for	tuning	the	amount	of	light	that	
gets	trapped	in	the	waveguide.	We	introduce	a	graphene-based	electro-absorption	
modulator	[5]	that	can	be	embedded	in	an	MRR;	Fig.	1(c)	shows	the	schematic	layout.	
The	outer	edge	of	the	device	is	designed	with	a	50	nm-thick	silicon	layer	that	connects	
to	 the	 silicon	waveguide	of	 the	MRR	 (250	nm-thick),	 both	of	which	 are	 shallowly	
doped	with	boron	to	reduce	sheet	resistance.	The	waveguide	 is	connected	to	gold	
contacts	 by	 a	 7	 nm-thick	 Al2O3	 layer.	 Then,	 on	 the	 top	 and	 the	 inner	 edge	 of	 the	
waveguide,	 a	0.1	nm-thick	 graphene	monolayer	was	 added.	An	additional	13	nm-
thick	gold	layer	of	was	extended	from	the	inner	gold	contact	towards	the	waveguide	
to	 reduce	 the	excess	 resistance	of	 the	device	without	disturbing	 the	optical	mode	
profile.	This	was	achieved	by	leaving	a	separation	of	500	nm	between	the	waveguide	
and	the	extended	gold	layer.	The	application	of	voltage	on	the	gold-based	contacts	
allows	for	electro-absorptive	modulation	through	active	tuning	of	the	Fermi	level	of	
the	graphene	sheet.		
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Simulation	results	

The	 numerical	 simulations	 were	 performed	 using	 Lumerical	 HEAT	 and	
MODE	 to	 simulate	 the	heater	 and	modulator,	 and	 INTERCONNECT	performed	 the	
circuit	level	simulations	[17].	Figs	2(a)	and	(b)	show	the	refractive	index	and	the	loss	
(dBm/µm)	in	the	waveguide	when	a	voltage	is	applied	to	the	gold	contacts	on	the	
graphene-based	MRR.	As	can	be	seen,	neff	 slightly	varies	with	the	applied	negative	
voltage,	while	 there	 is	 a	more	 significant	 increment	 of	 the	 loss	 in	 the	waveguide.	
These	results	reveal	how	the	 light	confined	 in	 the	MRR	gets	absorbed	at	different	
levels	when	different	voltages	are	used	to	tune	the	modulator.	In	Figs	2(c)	and	(d),	
the	same	analysis	is	shown	for	the	index	tuned	IRPH	MRR,	where	there	are	significant	
neff	 variations	 when	 driven	 by	 positive	 voltages.	 Conversely,	 the	 losses	 in	 the	
waveguide	 are	 negligible	 for	 all	 voltages.	 All	 the	 analyses	 were	 performed	 for	
different	MRR	radiuses	from	5µm	to	10µm.	The	variation	of	the	radius	has	not	shown	
important	influence	on	the	refractive	indices	and	losses	of	the	waveguides.	

	Figure	2.	Effective	refractive	index	and	loss	vs	voltage	for	the	graphene-based	modulator	(a,b)	and	the	n-doped	heater	(c,d).	

The	synaptic	weights	can	be	defined	from	the	transmission	profile	of	both	
devices.	 In	 order	 to	 understand	 how	 to	 use	 transmission	 levels	 as	 weights,	 we	
introduce	an	illustrative	guide	shown	by	Fig.	3.	Fig.	3(a)	reveals	how	the	amount	of	
transmission	 can	 be	 tuned	 by	 the	 driven	 voltage.	 The	 different	 curves	 shown	
demonstrate	the	fine	tuning	that	can	be	performed	using	a	graphene-based	MRR	(R=	
5µm).	For	a	chosen	radius,	 the	MRR	is	on	resonance	with	the	 incoming	 light	 for	a	
wavelength	 around	 1.6376µm.	 In	 this	 example,	 we	 can	 see	 that	 for	 65	 different	
voltages	 the	 light	 that	 builds	 in	 the	 waveguide	 decreases	 progressively.	 As	 each	
weight	can	be	defined	in	the	photonic	domain	with	the	pair	(voltage,	transmission),	
the	amount	of	weights	that	can	ideally	be	represented	would	be	65.	At	lR	=	1.6250µm,	
the	maximum	weight	value	is	found	for	a	voltage	equal	to	-5.5V,	and	then	the	rest	of	
the	weight	values	will	be	defined	as	the	transmission	decreases	with	incrementing	
voltage.	We	define	this	type	of	behaviour	as	a	photonic	synaptic	weight	that	can	be	
tuned	vertically	on	the	transmission	profile.	In	Fig.	3(b),	the	transmission	shows	a	
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monotonically	 decreasing	 trend	with	 the	 increment	 of	 the	 driving	 voltage	 at	lR	 =	
1.6376µm.	For	the	different	radii	introduced	above,	the	behaviour	is	maintained	with	
slight	variations	only.	

A	 different	weighting-type	 of	methodology	 is	 shown	 in	 Fig.	 3(c).	 For	 the	
same	MRR	(R	=	5µm),	an	IRPH	was	used	to	tune	the	refractive	index	of	the	waveguide,	
leading	to	drifts	of	the	natural	resonance	frequency.	We	define	this	type	of	behaviour	
as	 a	photonic	 synaptic	weight	 that	 can	be	 tuned	horizontally	 on	 the	 transmission	
profile,	since	the	drive	voltage	causes	lR	 to	shift	 from	1.6250µm	to	1.6350µm	and	
beyond.	Therefore,	if	we	define	a	synaptic	weight	at	lR	=	1.6250µm,	it	will	have	its	
maximum	value	when	the	voltage	is	0V,	and	then	the	rest	of	the	weight	values	will	be	
defined	as	the	lR	shifts	to	the	right,	until	the	transmission	reaches	its	minimum	value.	
Fig.	3(d)	shows	the	monotonically	decreasing	behaviour	of	the	transmission	as	the	
voltage	increases	for	different	radii.	

	

Figure	3.	Transmission	vs	wavelength	and	transmission	vs	voltage	for	the	graphene-based	MRR	collected	from	its	drop	
port	(a,b)	and	the	n-doped	MRR	(c,d).		

Despite	the	differences	 in	horizontal	(i.e.	 index)	/vertical	(i.e.	absorption)	
tuning	methodologies,	the	transmission-voltage	curves	in	Fig.	3(b)	and	3(d)	show	a	
similar	trend.	This	fact	is	advantageous	since	the	weights	can	be	interpreted	in	the	
same	 way	 regardless	 the	 device	 used	 to	 tune	 the	 transmission.	 As	 will	 be	
demonstrated	in	the	next	section,	the	transmission-voltage	curves	are	the	main	guide	
to	 map	 weights	 from	 digitally	 represented	 neural	 networks	 to	 analog	 photonic	
architectures.	

AN	ENCODING	PROTOCOL	FOR	PHOTONIC	SYNAPSES	

Once	the	devices	are	fully	characterized	by	transmission-voltage	curves,	we	
can	proceed	to	design	an	encoding	protocol	for	our	hardware	architectures.	In	Fig.	4,	
we	 show	 a	 schematic	 protocol	 that	 we	 can	 follow	 to	 successfully	 represent	
information	to	be	processed	in	photonics.	We	show	an	arbitrary	weight	matrix	with	
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dimension	N	x	N.	This	weight	matrix	can	be	converted	in	a	vector	of	dimension	1	x	
N2–	or	other	several	different	vectors	whose	number	of	elements	sum	up	to	N2.	This	
new	format	allows	for	a	one-to-one	mapping	between	weights	and	voltages	to	drive	
the	modulator	or	the	IRPH.	The	corresponding	transmission	can	be	collected	by	an	
optical	spectrum	analyzer	(OSA).		

	
	

	
Figure	4.	Encoding	scheme	in	photonics	using	MRRs.	

Figure	5.	Binning	process	for	the	(a)	graphene-MRR	and	the	(b)	n-doped	MRR.	

A	practical	implementation	of	this	protocol	should	account	for	voltage	and	
transmission	 variations	 in	 time	 due	 to	 environmental	 changes.	 Consequently,	 we	
divide	 the	voltage	domain	of	 the	 transfer	 functions	so	 that	each	specific	weight	 is	
represented	by	a	range	of	transmission	values.	To	define	the	weights,	we	divide	the	
voltage	range	over	which	the	modulator	can	operate	into	N	bins	of	width	ΔV.	In	Fig.	
5,	we	can	see	how	defining	a	range	of	voltages,	ΔV,	defines	a	corresponding	range	of	
weight	values,	ΔT,	for	(a)	absorption-tuning	and	(b)	index-tuning.	The	minimum	bin	
size	is	dictated	by	the	resolution	of	the	control	source	(0.1mV	for	Keithley	2400),	as	
well	as	the	minimum	detectable	change	in	transmission,	which	is	dependent	on	the	
hardware	 used	 to	 detect	 the	 result	 (OSA,	 photodetector,	 etc.).	 Fig.	 6	 shows	 the	
number	of	weights	that	we	can	represent	for	the	(a)	graphene-MRR	and	the	(b)	n-
doped	MRR.	Defined	by	log2N,	we	introduce	the	bit	resolution	of	the	modulators,	see	
Fig.	6(c)	and	(d).	With	a	small	voltage	bin	size,	the	range	ΔW	around	each	weight	Wi	
gets	smaller,	and	so	N	increases	(more	weights	can	be	represented).	For	a	larger	bin	
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size,	 the	modulators	 can	 represent	 a	 smaller	 set	 of	 numbers,	 but	 this	 relaxes	 the	
control	requirements	and	so	would	be	desirable	for	applications	that	do	not	require	
high	 resolution.	 Using	 0.1mV	 control	 resolution,	 absorption-tuning	 can	 represent	
55,000	values,	while	index-tuning	can	represent	25,000.	

	

Figure	6.	Number	of	weights	and	bit	resolution	for	the	(a,b)	graphene-based	MRR	and	(c,d)	the	n-doped	MRR.	

This	 analysis	 shows	 a	 similar	 relationship	 between	 the	 bin	 size	 and	 the	
resolution	 of	 the	 detector	 for	 the	 absorption-tuned	 and	 index-tuned	modulators.	
Even	though	the	same	type	of	encoding	protocol	can	be	implemented	on	both	devices,	
index-tuned	MRRs	might	not	be	as	suited	for	optical	computing	as	absorption-tuned	
MRRs.	Index-tuning	causes	important	cross-talk-related	issues	when	many	MRRs	are	
cascaded	in	series.	The	issues	related	to	cross-talk	begin	when	the	tails	of	such	MRRs’	
optical	signals	start	interacting	with	one	another.	This	interaction	is	actually	detected	
by	the	photodetector	only,	when	all	these	multiwavelength	signals	are	summed	up.	
Therefore,	the	index	(or	horizontal-type	of)	tuning	would	become	a	limiting	factor	in	
incoherent	architectures	-	since	horizontal-like	spectral	shifts	of	the	optical	signals	
are	 required	 to	 encode	 information.	 And	 those	 shifts	 would	 weight	 (or	 perturb)	
operations	executed	by	other	MRRs	through	interactions	between	tails.	On	the	other	
hand,	absorption	(or	vertical-type	of)	tuning	can	overcome	such	cross-talk	between	
tails	when	encoding	information.	One	disadvantage	posed	by	the	absorption	tuned	
approach	 is	 that	 the	 graphene	modulator	 has	 a	 substantially	 reduced	modulation	
depth	compared	to	the	index	tuned	modulator.	In	fact,	the	absorption-tuned	MRR	has	
a	modulation	 depth	 10	 times	 smaller	 than	 the	 index-tuned	MRR.	When	 unbiased	
noise	from	the	signal	pathway	is	present,	bigger	bins	need	to	be	allowed,	therefore	
reducing	the	theoretical	performance	(15.7	bit	resolution).	

CONCLUSION	
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Graphene-based	modulators	embedded	in	MRRs	can	be	used	to	potentially	
enhance	the	tuning	efficiency	of	silicon	photonic	neural	networks.	These	devices	can	
overcome	 problems	 related	 to	 spectral	 cross-talk	when	 cascading	many	MRRs	 in	
series.	 Additionally,	 such	 graphene-based	 devices	 relax	 control	 requirements	
afforded	by	not	using	a	thermal	approach—	while	maintaining	small	footprint,	high-
speed	and	low	power	consumption.	We	demonstrated	that	in	theory	a	maximum	of	
55,000	weights	can	be	represented	on	our	devices	in	a	multi-wavelength	architecture	
for	multi-parallel	processing	which	is	two	times	that	of	present	index-tuned	photonic	
synapses.	The	theoretical	maximum	of	15.7	bits	of	resolution	and	information	coding	
methodology	that	we	report	in	this	manuscript	make	our	device	an	ideal	platform	for	
potential	 in	 situ	 ultra-fast	 training,	 where	 at	 least	 8-16	 bits	 of	 resolution	 per	
computation	is	desired	[11].	Nevertheless,	such	theoretical	maximum	bit	resolution	
value	will	possibly	not	be	achieved	in	experiments	due	to	noise-related	issues.	The	
bin	 size	would	 need	 to	 be	 adjusted,	 due	 to	 random	drifts	 in	 the	 operation	 of	 the	
devices	caused	by	unbiased	noise	from	the	signal	pathway.	
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